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Abstract

Spreadsheets can be found almost everywhere in organizations, and
often major business decisions are based on calculations made in tools
like Microsoft Excel. Faults in spreadsheets can therefore represent
a major risk to an organization. Today’s spreadsheet environments
unfortunately only provide a limited and relatively simple set of tools
for end-user developers to locate and fix such faults. In recent years,
however, we have observed an increased interest, both in industry
and academia, to enrich existing spreadsheet environments with better
fault localization and debugging support.

In this chapter, we review modern approaches to spreadsheet de-
bugging based on artificial intelligence. The discussed approaches fall
into two main categories—they are either based on heuristics and ma-
chine learning or on model-based reasoning techniques. The review
provided in this chapter shows that both types of approaches can
be highly effective in supporting end-users to localize and fix faults in
their spreadsheets. As a promising area for future research we identify
the need for further improvements of the human-debugger interface.

1 Introduction

Spreadsheets are by far the most popular end-user programming environ-
ment, and some estimate that there are about 1 billion users world-wide who
work with spreadsheet environments like Microsoft Excel or Google Sheets.1

*Manuscript will appear in Kalech, Abreu, Last (Eds.): Artificial Intelligence Methods
for Software Engineering, World Scientific, 2021

1https://www.grid.is/blog/excel-vs-google-sheets-usage-nature-and-numbers
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The broad adoption of such end-user programming tools has two main rea-
sons. First, the layout and structure of typical spreadsheets is in some ways
similar to what one would probably end up with on paper. Second, users
only need basic programming skills to develop their own spreadsheets. As
a result, spreadsheets are used in all types of organizations and for various
purposes such as storing information in a tabular form, budget estimations,
and other kinds of computations that are required for decision-making. How-
ever, like any other software, also spreadsheets can contain faults, and there
are plenty of known cases in which incorrect spreadsheets resulted in erro-
neous decisions and also huge financial losses.2 Panko (2008) estimated that
there is a chance of 3-5% for users to make a mistake when entering a for-
mula in a spreadsheet. Consequently, a spreadsheet with 100 formulas has a
probability of more than 95% to contain at least one fault.

Given this high probability for a complex spreadsheet to contain a fault,
it is highly desirable to provide appropriate tools assisting spreadsheet de-
velopers in different aspects of quality assurance. A survey on spreadsheet
quality assurance conducted by Jannach et al. (2014) shows that various
methods exist to help users prevent, detect, localize, and repair faults in
spreadsheets. For instance, to prevent faults researchers suggested numer-
ous visualization frameworks, static spreadsheet analysis methods, as well
as development methodologies such as model-oriented or test-driven devel-
opment, or spreadsheet templates. Such fault prevention methods aim at
the minimization of the risk for a fault to occur. However, various proposals
were also made to enable users to detect, localize, and repair faulty parts of
a spreadsheet.

Since modern spreadsheet environments only provide a limited and rela-
tively simple set of tools for end-user developers, there is an increased interest,
both in industry and academia, to enrich existing spreadsheet environments
with better debugging support. In order to reduce the cognitive load of
the users, many of the recent developments are focusing on automation of
spreadsheet debugging.

In this chapter, we focus on modern approaches to spreadsheet debugging
that are based on Artificial Intelligence (AI) methods and techniques to sim-
plify the debugging process. Recent approaches like (Koch et al., 2019), for
example, aim to automatically predict faults in spreadsheets with machine
learning techniques, based on specific spreadsheet metrics and repositories of

2http://www.eusprig.org/horror-stories.htm
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past faults. Other machine learning approaches like the Melford tool (Singh
et al., 2017) utilize neural networks to detect faults in cells that erroneously
contain numerical values instead of formulas. Training such machine learning
approaches relies on repositories of known faults. An alternative AI-based
approach uses automated reasoning that, differently from machine learning,
does not require any historical training data. For instance, Jannach and
Schmitz (2016) use constraint satisfaction and model-based diagnosis to de-
termine a set of formulae in a spreadsheet that, if considered faulty, would
explain an unexpected calculation outcome.

Existing spreadsheet debugging approaches can be classified in various
ways, e.g., by the type of information that they are using or the way they
make a prediction that some part of a spreadsheet is faulty. The classification
used in this chapter is designed by taking into account the fact that many
of the approaches developed for automated debugging of general software
artifacts were later also successfully applied to spreadsheet debugging.3 For
instance, existing spreadsheet debugging approaches may consider structural
information like dependencies between spreadsheet artifacts, but they may
also use calculation traces to determine fault probabilities for certain units
of a spreadsheet. An interesting aspect in that context is that spreadsheets
can be much more restricted than software written with general-purpose pro-
gramming languages, thus requiring less complicated debugging solutions. In
spreadsheets, for example, the set of data types and operations is limited,
user-defined functions are comparably rare, and there are no recursive calcu-
lations. All these properties make spreadsheets an interesting niche for the
application of certain debugging methods and techniques.

In the following, we structure our review of AI-based spreadsheet debug-
ging techniques in a way that is inspired by classification schemes used for
automated software debugging methods (see, e.g., Wong et al., 2016). Specif-
ically, we classify existing approaches into two categories: (i) heuristic and
statistics-based methods (Section 3), and (ii) model-based diagnosis tech-
niques (Section 4). In the final section of the work, we give an outlook on
possible future directions in this area. In particular, we point to potential
limitations and open questions regarding the usability and the user interface
design of advanced AI-based debugging tools. We believe that this aspect is
particularly crucial for the success of such tools, because spreadsheet devel-

3For an overview of techniques and methods for fault localization in general software,
see, e.g., (Wong et al., 2016).
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opers, i.e., the end-users, often do not have formal training or/and practical
experience in software engineering.

2 Spreadsheet Debugging

The detection, localization, and repair of faults in spreadsheets can be tedious
and error-prone since most of the spreadsheet processors, such as MS Excel
or Numbers, do not provide sufficient support to their users. Consider the
spreadsheet shown in Figure 1a, which calculates the distance covered and the
final speed of an object. When the user—usually a domain expert—inspects
this spreadsheet, she might notice errors4 in the computations. In particular,
the accumulated distance, computed in cells B6, C6, and D6, should increase
and the final velocity, calculated in cell E2, should be 0 instead of−20. In this
case, to recognize these errors the end-user has to know the basic principles of
Newtonian mechanics to understand that negative velocity, i.e., a backward
motion of an object, is impossible with this amount of deceleration. Similarly,
it should be clear that the notion of the accumulated distance means the total
distance covered by an object and not its distance from the starting location.
However, in many practical cases, a specification of a modeled problem might
be unclear. As a result, the developers cannot spot a fault easily and must
perform manual computations to verify the correctness of values computed
by a spreadsheet processor.

The presence of errors in a spreadsheet indicates that there is at least one
fault causing them. When the presence of faults is detected, the user has to
locate their origins. A simple inspection of the values shown in Figure 1a
might provide an idea that the formula in D2 is likely to be faulty, because
the object was already moving and therefore the initial velocity cannot be
0. Of course, this hypothesis must be verified, since a typo in some other
formula might also lead to this unexpected result. In the formula view,
shown in Figure 1b, the user can see that the reference to the cell B2 is
invalid. Whenever a fault is localized, there are multiple ways to repair it.
One can modify the formula in D2 by replacing the reference to B2 with
C2. Alternatively, one can extend the formula with an additional summand
B3*B4. The identification of a correct repair gets considerably harder if a
spreadsheet comprises multiple faults.

4With the term error, we refer to unexpected calculation outcomes.
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 Acceleration Constant Velocity Deceleration Final State

Initial Velocity [m/s] 0 20 0 -20

Acceleration [m/s²] 2 0 -2

Duration [s] 10 5 10

Distance [m] 100 100 -100

Accumulated Distance [m] 100 200 100

xxxxxxxxxxxxxxxxxxx xxxxxxxxxxxxxxxxxxx xxxxxxxxxxxxxxxxxxxx xxxxxxxxxxx

(a) Value view
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 Acceleration Constant Velocity Deceleration Final State

Initial Velocity [m/s] 0 =B2+B3*B4 =B2+C3*C4 =D2+D3*D4

Acceleration [m/s²] 2 0 -2

Duration [s] 10 5 10

Distance [m] =B2*B4+B3*B4*B4/2 =C2*C4+C3*C4*C4/2 =D2*D4+D3*D4*D4/2

Accumulated Distance [m] =B5 =B5+C5 =B5+C5+D5

xxxxxxxxxxxxxxxxxxx xxxxxxxxxxxxxxxxxxx xxxxxxxxxxxxxxxxxxxx xxxxxxxxxxx

(b) Formula view

Figure 1: Running example with a fault in cell D2.

Examples of faulty spreadsheets, similar to the one given above, can be
found in various document corpora, which were collected by researchers and
practitioners over the last decade (see Section 5 for more details). These cor-
pora comprise spreadsheets from different sources and are widely used for the
evaluation of novel spreadsheet debugging approaches. There are, however,
some differences between the existing corpora. For instance, the spreadsheets
in the EUSES and Fuse corpora were collected from the Internet and do not
contain any ground-truth data indicating faults. Therefore, these corpora
are mostly used in controlled studies, where faults are manually inspected by
the researchers. Other corpora, like Enron Errors, INFO1, or Hawaii Kooker,
were created by researchers using very specific sources, such as emails or prac-
tical assignments of students, and comprise annotations of identified faults.
These corpora are particularly useful for the development and evaluation of
automatic approaches, e.g., to train machine learning models helping end-
users to find faults in spreadsheets. Further details about these approaches
are provided in the next sections.

3 Heuristic and statistical approaches

The identification and localization of faults in software based on heuristics or
statistical methods—and combinations thereof—has been pursued by many
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researchers over the last decades. Many ideas for developing such meth-
ods come from the general software engineering domain in which automated
software debugging is a long-running research topic.

Heuristic methods for fault detection in general software artifacts were
surveyed by Radjenovic et al. (2013). Their study indicated that the predic-
tion performance of the discussed approaches can depend on different factors,
e.g., on the types of faults that occur in a particular piece of software or the
underlying heuristic decision procedures. Architecture metrics, which fo-
cus on object-oriented structures, were in many cases better fault predictors
than more traditional size and complexity metrics that measure, e.g., the
complexity of statements or the numbers of methods.

Regarding statistical and machine learning techniques, Catal (2011) pro-
vides an overview of 90 papers that focus on the application of such tech-
niques to fault prediction. The described methods use a variety of machine
learning algorithms including decision trees, logistic regression, or deep neural
networks. In many cases, however, the evaluation of such methods indicates
that they can require substantial amounts of data for training the underly-
ing models in order to achieve high precision and recall values in the fault
identification process. The same observation may also hold in the domain of
spreadsheet debugging.

Like in the debugging of general software artifacts, heuristic- and statistic-
based methods used in spreadsheets are based on the observation that devel-
opers often make similar mistakes. As a result, it is a reasonable approach
in automated debugging to focus on the detection and localization of typical
faults that are highly likely to occur in spreadsheets. Heuristic debugging
approaches use a set of rules to detect patterns in a spreadsheet that cor-
respond to typical faults. Quite often, if multiple heuristic rules are used,
meta-heuristics are designed to decide if the results obtained by single heuris-
tics are considered as an indication of a fault or not.

Statistical methods are in some ways similar to the heuristic ones, but
use experience from previously debugged spreadsheets for the identification
of faulty patterns in the data. Such methods usually first associate with
every element of a spreadsheet that they consider, e.g., a formula or a cell,
some probability that this element is faulty. Then, they often apply a de-
cision procedure, e.g., a heuristic one, to decide if a spreadsheet element is
considered faulty or not. In the following sections, we discuss heuristic- and
statistic-based methods in more detail.
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3.1 Heuristic-based approaches

Methods that use heuristic procedures are often based on the experience of
their authors acquired while searching for bugs in spreadsheets. Like in the
general software domain, however, the success of fault detection and local-
ization procedures can depend strongly on the effectiveness and applicability
of the underlying heuristics.

Early approaches to fault detection tried to copy the behavior of experi-
enced spreadsheet programmers by identifying and checking which types of
data are stored in cells (Erwig and Burnett, 2002; Ahmad et al., 2003). For
instance, XeLda (Antoniu et al., 2004), UCheck (Abraham and Erwig, 2007),
and Dimension (Chambers and Erwig, 2009) implement different approaches
to data type inference in order to detect and localize faulty cells. Roughly
speaking, these approaches first infer and assign data types to columns or
rows of input cells, i.e., those cells that contain values and do not refer any
other cells. Then, the assigned data types are recursively propagated over
the formula cells, which are referring to cells that already have a known data
type. UCheck derives the data types for input cells by analyzing the values
of their column/row header cells, i.e, of the first cells positioned in the same
row or column as the considered cells. Moreover, for each cell that contains
a formula, UCheck uses the same procedure to derive the expected types
of the formulas. The debugging algorithm reports a formula cell as possi-
bly faulty if the type of this cell propagated from the input cells does not
match the expected type obtained from the header information. XeLda is
designed similarly to UCheck but requires its users to manually annotate the
data types for columns and rows. As a result, this tool works independently
of the spreadsheet layout. Finally, Dimension reuses the header analysis of
UCheck and extends it with a reverse type inference mechanism from for-
mula to input cells and various data type conversions. Practical evaluations
of UCheck and Dimension showed that in real-world scenarios these tools can
identify almost 50% of all known faults in a given corpus of spreadsheets.

Example 1 In our example described in Section 2 types can be derived from
the text of the first column and the first row. For instance, D2 can be labeled
with “Initial Velocity” and “Deceleration”. Its derived type consists of “Initial
Velocity”, “Acceleration”, and “Duration”. So the types are mismatched and
D2 is declared as possibly faulty.

More recent tools such as AmCheck (Dou et al., 2014), as well as its
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successors CACheck (Dou et al., 2017) and EmptyCheck (Xu et al., 2018),
extend the single-cell focus of the previously discussed approaches to arrays
of cells. These tools are based on the assumption that formulas physically
located near to each other in a spreadsheet are also logically related to each
other. These approaches therefore use specific heuristics to extract arrays of
formula cells that might contain faults. An array is defined as a set of columns
or rows that comprises formula cells that are (i) functionally related and
(ii) surrounded by “borders” of either empty cells or cells containing fixed
values. Both AmCheck and CACheck predict a cell to be faulty whenever
its formula deviates significantly from other formulas of the same array with
respect to a set of predefined metrics. The EmptyCheck tool predicts if
an empty cell in an array should contain a formula based on a clustering
algorithm.

Example 2 Reconsider the example presented in Figure 1. In addition to the
types, array-oriented tools are also considering the nearby cells. For instance,
C2 and D2 are considered as a part of an array, since they are surrounded
by cells comprising fixed values and have similar types.

3.2 Statistics-based approaches

Designing a general heuristic procedure for fault prediction can be a tedious
process. Statistic-based methods can simplify this problem by applying sta-
tistical or machine learning techniques to automatically identify faulty cells.
One approach to automatically identify faults in spreadsheets is to use un-
supervised learning methods. The corresponding tools suggested in the liter-
ature, e.g., CUSTODES (Cheung et al., 2016), WARDER (Li et al., 2019a),
or SGUARD (Li et al., 2019b), first compute different features of spread-
sheets and/or its parts and then use clustering algorithms to group similar
cells with the goal of detecting outliers. These outliers are then considered
to be the cells that are most likely a source of a fault. Technically, CUS-
TODES uses a two-stage technique utilizing strong and weak features of an
analyzed spreadsheet. Strong features are extracted from groups of cells that
are usually placed close to each other by spreadsheet processors, e.g., cells
with formulas generated automatically by copying a formula over some range.
Weak features are computed from cell labels, standard layouts, fonts, etc.,
that allow the tool to automatically adapt to varying tabulation styles.

Example 3 In our example, shown in Figure 1, CUSTODES first converts
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all formulas into R1C1 notation that replaces absolute references to cells in
formulas with relative ones. For instance, the formula in D2 is converted into
‘=RC[-1]+R[1]C[-2]*R[2]C[-1]’, where R[2]C[-1] refers to a cell, which row
number equals to the D2 row number plus two and column number to the D2
column number minus one. Next, the framework extracts an abstract syntax
tree (AST) for each formula, e.g., D2 is translated into (+,RC[-1],*,R[1]C[-
2],R[2]C[-1]), and generates a list of cell dependencies, e.g., (RC[-1],R[1]C[-
2],R[2]C[-1]). These strong features are used in the first stage, where a clus-
tering algorithm puts all cells with similar feature values in one cluster. Ex-
amples of such clusters include (B5,C5,D5) and (C2,D2). Next, for the cells
of each cluster, the algorithm extracts the weak features listed above and tries
to further refine clusters using weak features. This procedure, for instance,
extends the cluster (C2,D2) to (B2,C2,D2) since B2 is structurally relevant
to both C2 and D2. Finally, CUSTODES identifies that (i) B2 might be
faulty since it contains a value, whereas C2 and D2 comprise formulas, and
(ii) either C2 or D2 is faulty, since their formulas refer to different cells.

WARDER further refines the clustering technique used in CUSTODES
by a more precise definition of weak features, e.g., occurrences of data cells
among formula cells, cells whose content is different from the content of
other cells in the cluster, etc. SGUARD implements a three-stage clustering
method that (i) forms clusters of cells that perform similar computations
and that are located in close proximity to each other; (ii) refines the clus-
ters by removing irrelevant cells from clusters and unqualified clusters; and
(iii) detects outliers based on the obtained clusters. Regarding the evalua-
tion of these clustering-based techniques, it was found that these tools were
able to recognize up to 78% of the faulty cells in the EUSES (Fisher II and
Rothermel, 2005) corpus.

ExceLint (Barowy et al., 2018) is another tool that employs a custom
clustering algorithm based on the reduction of the Shannon entropy. Like
the tools listed above, it assumes that the structure of spreadsheets follows
“rectangular-like” patterns, i.e., formulas in the same row or column are
very likely to have the same semantics. Technically, the identification of the
patterns in ExceLint is based on fingerprints, i.e., a two-dimensional vector
representation that is generated for each formula. The value of each coor-
dinate is defined by the sum of the relative column/row distances from the
formula cell to other cells referred to in the formula. Given these finger-
prints, a binary decomposition algorithm finds clusters in the spreadsheet by
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recursively dividing it into two parts such that each split minimizes the nor-
malized Shannon entropy of the fingerprints in both subdivisions. Lastly, the
tool generates repair suggestions for formulas where a deviation is identified.
The suggestions are generated in a way that would lead to a moderate re-
duction of the overall entropy of the spreadsheet, which is typical for genuine
fixes of faults.

Example 4 In our example, the formula in D2 is represented as a relative
fingerprint (-4,-3), which is a sum of vectors corresponding to the referenced
cells B2: (-2,0), C3: (-1,-1), and C4 : (-1,-2). The vector coordinates are
computed by representing the spreadsheet as a Cartesian plane with the ori-
gin in D2. A range in a formula is represented by a vector with the same
cardinality as the range. Given the fingerprint representation, the clustering
algorithm identifies a cluster with C2 and D2, since their fingerprints are
quite similar, but still have a small difference in the first coordinate.

On a set of 70 spreadsheets drawn from the EUSES corpus, the ExceLint
tool was able to find around 63% of all formulas that were known to be faulty
to the authors.

Another unsupervised method that combines both heuristic- and statistics-
based methods was proposed by Abreu et al. (2014b). Their approach iden-
tifies faulty cells using spreadsheet smells (Hermans et al., 2012a,b; Cunha
et al., 2012a,b), i.e., heuristic procedures that use spreadsheet metrics to
identify possibly problematic parts of a spreadsheet. Technically, each smell
can be viewed as a two-step procedure. First, smells are based on evaluating
a certain metric on a given spreadsheet, where a metric is a function that
maps some part of a spreadsheet to a numeric value. Since each smell is de-
signed to detect some specific quality issue, the underlying metric is defined
to quantify to what extent the specific issue occurs in the input of a smell.
Depending on the nature of an issue, a metric might take arrays of cells,
single cells, or their content as input. In the second step, a heuristic that
is specifically designed for each smell is used to decide if the value returned
by the metric surpasses a certain threshold. If so, this indicates that the
considered cell(s) might have some quality issues and should be inspected by
the developers of the spreadsheet.

FaultySheet Detective (Abreu et al., 2014a) uses the output of spread-
sheet smells to trigger a Spectrum-based Fault Localization (SFL) algorithm.
Technically, this approach has two phases. In the first step, the tool com-
putes two sets of cells: (i) the set of smelly cells and (ii) the set of output
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cells, i.e., those cells that refer to other cells, but themselves are not referred
by any other cell. To find the smelly cells, FaultySheet Detective uses a cat-
alog of 15 smells. These smells are, for example, designed to find formulas
that point to empty cells or cells that exhibit suspicious patterns, like an
empty cell appearing in a row that contains numerical values. Next, the al-
gorithm determines calculation chains for all output cells and generates what
is called a hit-spectra matrix in which every column corresponds to a cell in
a spreadsheet and each row to an output cell.

Table 1: Hit-spectra Matrix Example

c1 c2 . . . cn smelly
1 0 . . . 1 0
0 1 . . . 0 1
. . . . . . . . . . . . . . .
0 0 . . . 1 0

The values 0 and 1 in the example matrix in Table 1 indicate: (i) if a cell
ci appears in the computation chain of an output cell, or (ii) if the compu-
tation chain represented by a row comprises smelly cells. In the second step,
the tool uses the Ochiai coefficient (Meyer et al., 2004), which is a popular
suspiciousness measure widely used in SFL for fault localization in general
software artifacts (Abreu et al., 2006; Lucia et al., 2014). FaultySheet Detec-
tive finally returns those cells to its user, where the value vectors are similar
to the value vector of the smelly column in terms of the Ochiai coefficient,
i.e., where the value of the coefficient surpasses some predefined threshold.
An evaluation of the tool on the Hawaii Kooker Corpus (Aurigemma and
Panko, 2010) of 73 faulty spreadsheets showed that given a proper similarity
threshold and a relevant set of smells, the tool was able to detect up to 70%
of the existing known faults.

To increase the accuracy of fault prediction, some spreadsheet debuggers
use supervised learning techniques in case historical labeled data is available.
Following such an approach, structures that are found in given sets of correct
and faulty spreadsheets can for example be used to train machine learning
models to identify incorrect placements of formulas and value cells in arrays.
Melford (Singh et al., 2017) is an example of a method that implements
such a machine learning approach based on Deep Neural Networks. It uses a
training data set derived from a corpus of correct and incorrect spreadsheets
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to train a classifier that is able to automatically identify cells in which a value
is erroneously placed instead of formula. To make such a prediction, Melford
first converts a given spreadsheet into an image-like representation, where
cells that contain values, formulas, and empty cells are mapped to different
symbols. The obtained representation is then provided to a neural network
that is trained to detect the cells that contain a value instead of a formula.
An evaluation of the approach shows that Melford can successfully detect
cells in which a number was erroneously placed instead of a formula.

Example 5 For the spreadsheet given in Figure 1a, Melford generates the
following mappings: A1 - O, A2 - S, B2 - N, D2 - F, denoting empty, string,
number, and formula cell, resp. The converted spreadsheet is then provided
to a trained classifier to identify those cells where the label must be F instead
of S or N.

Another supervised approach, which uses smells for automatic fault detec-
tion and localization in spreadsheets, was recently proposed in (Koch et al.,
2019). The authors suggest to use machine learning methods and to train
models able to predict if a cell in a given spreadsheet is faulty. The ba-
sis of their approach is an exhaustive catalog of spreadsheet metrics, which
were specifically selected to detect different quality issues that might occur
in spreadsheets. The catalog includes all metrics that were previously used
in FaultySheet Detective, other metrics proposed in the literature (e.g. Her-
mans et al., 2012a,b; Cunha et al., 2012b,a), as well as new metrics designed
in the context of the proposed method. Technically, given a set of faulty
spreadsheets, in which every faulty cell is labeled as such, a training data set
is generated using the following pipeline:

1. The metrics from the catalog are applied to compute a value for every
cell of each spreadsheet.

2. The values are stored in a table in which every column corresponds to
a metric and every row to a cell in a spreadsheet.

3. All labels of the correct and faulty cells are also stored in the rows of
the table.

Next, in the training phase, four machine learning algorithms—Deep Neu-
ral Networks (Goodfellow et al., 2016), Support Vector Machines (Cortes and
Vapnik, 1995), Adaptive Boosting (Schapire, 1999), and Random Forests
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(Breiman, 2001)—were applied to train predictors of faulty cells. The results
obtained for three corpora of faulty spreadsheets, Enron Errors (Schmitz and
Jannach, 2016), INFO1 (Getzner et al., 2017), and EUSES (Hofer et al.,
2013), indicate that the models trained by the Random Forest algorithm
were able to correctly recognize 98%, 77%, and 61% of the faulty cells for
each corpus, respectively. The Deep Neural Networks classifier exhibited
good performance results on two of the real-world corpora. However, its
performance degraded significantly for the EUSES corpus, which comprises
spreadsheets with artificially injected (synthetic) faults.

3.3 Empirical evaluations and limitations

The experimental evaluations of heuristic- and statistic-based approaches, as
described above, show that these methods demonstrate good accuracy and
coverage of faults for which they were designed and/or trained. This suc-
cess is based on the fact that the metrics used in the methods of both types
are specifically designed using domain knowledge of experienced spreadsheet
developers to discover quality issues. Given the high-quality information
from these metrics, the decision-making procedures implemented as heuris-
tics, correlation coefficients, or machine learning models are able to efficiently
identify faults in real-world spreadsheets.

The main obstacles on the way to industrial applications of the discussed
methods are their reliability and scalability. Both heuristic and statistical
approaches are unable to discover new types of faults, e.g., those that were
not considered by the developers of the metrics and those that were not
present in the training data. In such application scenarios, the detection of
novel types of faults may require significant changes in the decision-making
procedures, e.g., re-training of machine learning models, and/or the creation
of novel metrics that are able to discover such new types of faults. The
creation of such metrics and the generation of relevant training data sets can
be costly since spreadsheets often contain sensitive information, which cannot
be publicly shared. The problem might be partially solved by continuously
extending the catalog of considered faults and by combining heuristic- or
statistic-based approaches with model-based diagnosis techniques that we
describe next.
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4 Model-based diagnosis techniques

Already in the early years of AI research it was widely recognized that models
of real-world artifacts can be used to identify and localize faults. The main
idea behind Model-based Diagnosis (MBD) techniques is therefore to com-
pare the observed behavior of an artifact with the behavior as predicted by a
model. The artifact is considered as faulty if its observed behavior deviates
from the predicted behavior. One of the first successful applications of MBD
techniques was the localization of faults in digital circuits (Reiter, 1987). A
model in this case encodes a circuit to be diagnosed, i.e., logic gates and
circuit layout, as a set of logic sentences that represent the correct behavior
of the circuit. Given the model and a set of circuit observations encoded
as logical sentences, a diagnosis algorithm first infers if the observations are
consistent with the model. Whenever inconsistencies are found, the diagnosis
algorithm computes a set of gates that, if assumed to be faulty, explain the
incorrect behavior of the circuit. Various MBD algorithms were proposed
since the 1980s and, more importantly, MBD techniques were applied in var-
ious application domains, including software artifacts such as logic programs,
knowledge bases, and spreadsheets. In the latter case, MBD techniques can
support the user by analyzing which formulas could have caused unexpected
outcomes and, vice versa, which formulas could not have caused the observed
discrepancy.

In this section, we will first provide the basic definitions of MBD and show
three types of models that can be used when applying MBD principles to
spreadsheets. We will then discuss algorithms to compute the diagnoses and
finally review existing tools and empirical results for MBD-based spreadsheet
debugging.

4.1 Basic definitions

A classic MBD approach suggested by Reiter (1987) defines a diagnosis prob-
lem as a triple (COMP, SD, OBS), which can be translated to the spreadsheet
domain as follows:

� COMP is a set of identifiers for all formula cells, called components,
e.g., D2 or E1;

� SD is a system description, which is a set of spreadsheet formulas, each
represented as a logical sentence such as a constraint; and
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� OBS is a set of observations represented by a set of logical sentences
that encode values observed in the input and output cells of a spread-
sheet.

According to Reiter (1987), each component C ∈ COMP is either abnor-
mal, denoted AB(C), or it behaves as expected. In this case an expected
behavior of every component C, denoted Behav(C), can be modeled in SD
as follows ¬AB(C) → Behav(C). The latter logical sentence relates an as-
sumption about the health state of a component with the requirement for
this component to behave in a certain way. If we assume a component C to
be faulty, i.e., AB(C) is true, we correspondingly make no assumption about
the behavior of C. Otherwise, AB(C) is false and therefore the behavior of
C represented by Behav(C) is expected.

Ultimately, MBD aims at finding one or more subsets of COMP, called
diagnoses, which might be responsible for the unexpected outcomes. Infor-
mally speaking, we try to find a set of components, which, if we assume them
to be faulty, could in some ways explain the observed behavior. The following
formal definition based on logical sentences does exactly that: for all com-
ponents that are assumed to be faulty, the assumptions about their correct
behavior are removed, and a diagnosis is found if this relaxed specification is
consistent with the observed outcomes.

Definition 1 (Diagnosis) Given a diagnosis problem (COMP, SD, OBS).
A subset ∆ ⊆ COMP is a diagnosis, if and only if SD ∪ OBS ∪ {¬AB(C) |
C ∈ COMP\∆}∪{AB(C) | C ∈ ∆} is satisfiable. A diagnosis ∆ is minimal
if and only if no proper subset of ∆ is a diagnosis.

Since spreadsheets mostly consist of arithmetic operations on numeric
values, the encoding of the models and observations is usually done using
constraint programming, which is then used to make the inferences that
are necessary to compute the diagnoses. A Constraint Satisfaction Problem
(CSP) is a tuple (V,D,CO), where V is the set of variables with the domains
defined in the set D and CO is the set of constraints that connect the variables
(Dechter, 2003).

As mentioned before, in the spreadsheet domain, COMP corresponds to
the identifiers of formula cells, SD models the formulas, and OBS encodes
one or more test cases that are defined by the user to reveal a fault. A test
case T = (I, O) for a spreadsheet is a pair of sets, where I = {(c, v)} is a set
of pairs of input cells and their values, and O = {(c, vexp)} is a set of pairs
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of output cells and their expected values. Input cells are non-formula cells
that are referenced by other cells; output cells are formula cells that are not
referenced by other cells. The pairs in set I must specify values for all input
cells which are required to compute values of all output cells listed in O. A
test case fails if at least for one output cell the expected value differs from
the computed one. Otherwise, a test case passes.

Example 1 (Test case) A test case for our running example (Figure 1)
is I = {(B2, 0), (B3, 2), (B4, 10), (C3, 0), (C4, 5), (D3,−2), (D4, 10)} and O =
{(B6, 100), (C6, 200), (D6, 300), (E2, 0)}. Since the computed values of D2,
D6 and E2 differ from their expected values, this test case fails.

4.2 Model types

The system description SD for spreadsheet debugging can be modeled in
three different abstraction levels:

� the value-based model (Jannach and Engler, 2010; Abreu et al., 2012,
2015b; Jannach and Schmitz, 2016)

� the dependency-based model (Hofer et al., 2017a), and

� the qualitative deviation model (Hofer et al., 2017b).

The value-based model uses the values of the cells in the reasoning process.
It computes a smaller number of cardinality-minimal diagnoses compared to
the other models, but has the highest computation time. The dependency-
based model uses correctness information regarding individual cell values in
the reasoning process, i.e, a value is either correct or erroneous. This reduces
the domain of all variables in V to Boolean. This model is less precise and
usually returns more diagnoses than the value-based model. However, its
computation time is lower. The qualitative deviation model lies in between
the value-based and the dependency-based models. It uses additional infor-
mation about the expected ranges for the cell values in the reasoning process,
e.g., if a cell value should be larger, smaller, or equal to its current value.
Therefore, the domains of all variables have exactly three possible values.

In detail, the formula cells of a spreadsheet S = {c1, c2, . . . , cn} can be
translated into a value-based constraint model SDV (S) as follows:
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SDV (S) =
⋃

i={1,...,n}

{
ABindex(ci) ∨ ci == constr (formula(ci))

}
where index(c) returns a unique index for each cell, the function formula

returns the cell’s formula, and where constr recursively translates a formula
expression e as follows (Abreu et al., 2015b):

� If e is a constant or a cell name c, then constr(e) = c.

� If e is of the form (e1), then constr(e) = (constr(e1)).

� If e is of the form e1 ◦ e2, then constr(e) = constr(e1) ◦∗ constr(e2)
where ◦∗ is the constraint representation of operator ◦.

� If e is f(e1, . . . ,en), then constr(e) = f ∗(constr(e1), . . . , constr(en))
where f ∗ is the constraint representation of the function f .

Whenever an expression consists of sub-expressions, auxiliary variables tmpi

are introduced with i being a consecutive number to make the variables
unique. Every test case T = (I, O) is converted into value-based constraints
as

OBSV (T ) =
⋃

(x,v)∈{I∪O}

{x == v}.

Example 2 (Value-based model) The running example (Figure 1) has
the value-based system description SDV = {ABB5∨(B5 == tmp1+tmp2),ABB5∨
(tmp1 == B2 ∗ B4),ABB5 ∨ (tmp2 == tmp3/2),ABB5 ∨ (tmp3 == tmp4 ∗
B4),ABB5 ∨ (tmp4 == B3 ∗ B4),ABB6 ∨ (B6 == B5), . . . }. The test case
from Example 1 translates to OBSV = {B2==0, B3==2, . . . , B6==100,
C6==200, D6==300, E2==0}.

For the dependency-based model, only the correctness information is
propagated in the model:

SDD(S) =
⋃

i={1,...,n}

ABindex(ci) ∨

 ∧
c′∈ref(ci)

c′

→ ci
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where the function index(c) returns a unique index for each cell and ref (c)
returns all cells that are referenced by cell c. A test case T = (I, O) is
transformed into

OBSD(T ) =
⋃

(x,v)∈I

{x == true} ∪
⋃

(x,v)∈O′

{x == true} ∪
⋃

(x,v)∈O′′

{x == false}

where O′ ⊆ O contains the output cells with correct values and O′′ ⊆ O
contains the output cells whose computed values differ from their expected
values. More details on the transformation into a dependency-based model
and a variation of the dependency-based model can be found in (Hofer et al.,
2017a).

Example 3 (Dependency-based model) The running example from Fig-
ure 1 translates to SDD={ABB5∨((B2∧B3∧B4)→ B5), ABB6∨(B5→ B6),
. . . }. The test case from Example 1 translates to OBSD = {B2==true, . . . ,
B6==true, C6==true, D6==false, E2==false}.

In the qualitative deviation model, we reason about the information
whether values are correct or if they should be greater or smaller. For ex-
ample, if cell A3 = A1 + A2 and we know that the expected value in A1 is
greater than the actually computed value, then the value in A3 should also
be greater. Figure 2 (a) continues this line of reasoning for the operators
+, ∗,−, /. These tables can be easily transformed into the tables illustrated
in Figure 2 (b) which can be directly used by constraint solvers. The trans-
formation of a formula expression e3 = e1 � e2 in cell ci with � ∈ {+,−, ∗, /}
works as follows:

� If both e1 and e2 are numbers, then constr=
tableConstr(ABindex(ci),=,=, e, table(�)),

� if e1 is a reference to a cell c′ and e2 is a number n, then
constr=tableConstr(ABindex(ci), c

′,=, e, table(�)),

� if e1 is a number n and e2 is reference to a cell c′, then
constr=tableConstr(ABindex(ci),=, c′, e, table(�)),

� if e1 references c′ and e2 is a reference to c′′, then
constr=tableConstr(ABindex(ci), c

′, c′′, e, table(�))
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e1 + e2 e2
e1 ∗ e2 < = >
< < < ?

e1 = < = >
> ? > >

e1 − e2 e2
e1/e2 < = >
< ? < <

x1 = > = <
> > > ?

’?’ stands for any value from {<,=, >}

abe3 e1 e2 e3
false < < <
false = < <
false > < <
false > < =
false > < >
false < = <
false = = =
false > = >
false < > <
false < > =
false < > >
false = > >
false > > >
true . . .

abe3 e1 e2 e3
false < < <
false < < =
false < < >
false = < >
false > < >
false < = <
false = = =
false > = >
false < > <
false = > <
false > > <
false > > =
false > > >
true . . .

’.’ stands for all values from {<,=, >}
(a) Qualitative deviation behavior (b) Tuple sets t1 (left) and t2 (right)

Figure 2: Qualitative deviation behavior for +, ∗.−, / and the derived tuples
for the operators +, ∗ (t1) and −, / (t2).

where the function index(c) returns a unique index for each cell, table(�) re-
turns t1 for� ∈ {+, ∗} and t2 for� ∈ {−, /}, and tableConstr(abj, e1, e2, e3, ti)
represents the constraint that looks up possible value combinations for abj, e1, e2, e3
in table ti (see Figure 2 (b) for a definition of t1 and t2). Whenever an ex-
pression consists of sub-expressions, auxiliary variables tmpi are introduced
with i being a consecutive number to make the variables unique. A test case
T = (I, O) is transformed into

OBSQ(T ) =
⋃

(x,v)∈{I∪O′}

{eq(x,=)} ∪
⋃

(x,v)∈O′′

{eq(x,<)} ∪
⋃

(x,v)∈O′′′

{eq(x,>)}

where eq(x1, x2) is a constraint that ensures that x1 is equal to x2, O
′ ⊆ O

contains the output cells with correct values, O′′ ⊆ O contains the output
cells whose computed values are smaller than their expected values, and
O′′′ ⊆ O contains the output cells whose computed values are larger than
their expected values. More information about the transformation of other
operators can be found in (Hofer et al., 2017b).
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Example 4 (Qualitative deviation model) The running example from
Figure 1 has the qualitative deviation system description SDQ=
{tableConstr(ABB5, B3, B4, tmp1, t1), tableConstr(ABB5, tmp1, B4, tmp2, t1),
tableConstr(ABB5, tmp2,=, tmp3, t2), tableConstr(ABB5, B2, B4, tmp4, t1),
tableConstr(ABB5, tmp3, tmp4, B5, t1), . . . }.
The test case from Example 1 translates to OBSQ = {(eq(B2,=), eq(B3,=),
. . . , eq(B6,=), eq(C6,=), eq(D6,<),eq(E2,<)}.

4.3 Solving mechanism

Independent of the model type, the diagnoses can be computed either in-
directly (Jannach and Engler, 2010) or directly (Abreu et al., 2015b). The
indirect method first identifies the minimal conflict sets. Informally speak-
ing, a conflict is a subset of the components for which it can be concluded
that not all of them can be working correctly given the observations.

Definition 2 (Conflict) A conflict for a diagnosis problem (COMP, SD,
OBS) is a subset ∇ ⊆ COMP where SD ∪ OBS ∪ {¬AB(C) | C ∈ ∇} is not
satisfiable. A conflict ∇ is minimal if and only if no proper subset of ∇ is a
conflict.

Minimal conflict sets can be efficiently computed using the QuickXPlain
(Junker, 2004) or MergeXPlain (Shchekotykhin et al., 2015) algorithms. These
minimal conflict sets can then be used to determine the diagnoses by means
of Reiter’s hitting set algorithm (Reiter, 1987). A hitting set contains at
least one element of each conflict set.

Example 5 (Indirect diagnosis computation) For the value-based model
from Example 2, we compute {D2,E2}, {C6, D2, D5, D6}, {B6, C2, C5,
D2, D5, D6}, and {B5, C2, C5, D2, D5, D6} as minimal conflict sets. From
these conflicts, we compute the minimal hitting sets {D2}, {D5, E2}, {D6,
E2}, {C2, C6, E2}, {C5, C6, E2}, and {B5, B6, C6, E2} which are also the
minimal diagnoses.

The direct method computes the minimal diagnoses sequentially after
their cardinality as described in Algorithm 1: A constraint is added to the
constraint system that limits the size of the computed diagnoses (Line 3).
By definition, all supersets of diagnoses are also diagnoses. To prevent the
reporting of these supersets, blocking clauses for each found diagnosis have
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to be added to the constraint system (Line 6) before diagnoses of higher
cardinality are computed.

Algorithm 1 ConDiag(M,COMP, n) (adapted from (Nica and Wotawa,
2012))

Input: System model M , components COMP
Output: All minimal diagnoses

1: diagnoses = {}
2: for i = 1 to |COMP| do

3: M = M ∪

{(
|COMP|∑

j=1

AB[j]

)
== i

}
4: S = solve(M)
5: diagnoses = diagnoses ∪ S
6: M = M ∪

⋃
s∈S ¬(s)

7: end for
8: return diagnoses

Example 6 (Direct diagnosis computation) For the value-based model
from Example 2, the direct computation starts with searching for single-fault
diagnoses. The solver returns one single fault diagnosis, in our case {D2}. A
blocking clause for this diagnosis is added to the constraints and the solution
size is set to two. The solver reports {D5, E2} and {D6, E2} as double
fault diagnoses. After adding the blocking clauses for these diagnoses and
increasing the solution size to three, the diagnoses {C2, C6, E2} and {C5, C6,
E2} are found. After adding the blocking clauses and increasing the solution
size, the solver returns {B5, B6, C6, E2} as a solution. This diagnosis is
again added as a blocking clause to the constraint system. Increasing the
diagnosis size further does not detect any other diagnoses.

Both the direct and the indirect methods rely on a solver for computing
the diagnoses respectively conflict sets. Since the majority of the constraint
solvers does not support real-valued numbers (e.g., Minion5) or does not
support the reification of constraints containing real numbers (e.g. Choco6),

5https://constraintmodelling.org/minion/
6https://choco-solver.org/
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Außerlechner et al. (2013) proposed to use the state-of-the-art SMT solver
Z3.7 The use of Z3 has not only made it possible to solve value-based mod-
els that contain real-valued numbers but also has significantly reduced the
solving time compared to Choco and Minion.

Finding the faulty formulas is only the first step in the debugging process,
where the ultimate goal is to fix (or: repair) the faulty formulas. Some ap-
proaches in the literature exist to compute repair operations from diagnoses.
Hofer and Wotawa (2013) use genetic programming techniques to determine
which cells have to be changed in order to create repair candidates that satisfy
the provided test case. Unfortunately, the number of such repair candidates
can be large in this approach. Therefore, Abreu et al. (2015a) proposed an al-
ternative approach that uses the concepts of MBD to generate distinguishing
test cases that filter out invalid repair candidates.

4.4 Tool support

The MS Excel add-in Exquisite (Jannach and Schmitz, 2016) is based on
the described MBD principles and supports users during the testing and
debugging process. It provides visual feedback about the different types of
cells, i.e., input, intermediate, and output cells and users can create test cases
by providing values for the input cells and expected values for output cells.
Whenever a computed value differs from the expected value, Exquisite
computes the diagnoses using the approach described before with a value-
based model and indirect diagnosis computation. Then, users can either
manually inspect the formulas provided by the diagnosis engine or create
additional test cases which can be added to the CSP in order to narrow
down the number of diagnoses (Schmitz and Jannach, 2017).

Unfortunately, users may sometimes struggle to provide test cases for
large spreadsheets because (i) it is difficult to provide input values which test
all branches of a nested IF-formula when the IF-formula is far away from the
input cells in the calculation chain, and (ii) it is cumbersome to provide input
values for a large number of similar input cells. Therefore, Jannach et al.
(2019) developed an extension of Exquisite that enables users to create
test cases for smaller parts of a spreadsheet, so-called fragments. Similar to
regular test cases, fragment test cases have input, intermediate and output
cells, but the input cells need not to be real input cells, but could also be

7https://github.com/Z3Prover
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formula cells.
Besides the manual creation of fragment test cases, the tool extension can

automatically split a spreadsheet into fragments using a genetic algorithm.
The algorithm’s fitness function considers the number of input and output
cells, the area spanned by these cells, and the cells’ formula complexities.
The fragmentation process keeps two competing aspects in mind. On the
one hand, the size of these automatically generated fragments should be
small so that users can easily find input values that cover all branches of
nested IF-formulas. On the other hand, the size of the fragment has to be
large enough to keep logically connected cells together.

4.5 Empirical evaluations and limitations

Many of the model-based techniques discussed in this book chapter were
mostly evaluated using small spreadsheets (Abreu et al., 2012) or spread-
sheets with artificially seeded faults such as the modified EUSES corpus
(Hofer et al., 2013). Getzner et al. (2017) and Jannach et al. (2019), how-
ever, evaluated their approaches on spreadsheets with real faults, namely
the INFO1 and the Enron Error corpus. These evaluations show the ef-
fectiveness of model-based methods but also indicate that their usage in
industrial applications may be hampered by the fact that they often return
many diagnosis candidates. One approach to deal with such problem is to use
fragmentation techniques. An evaluation of the fragment-based spreadsheet
debugging approach (Jannach et al., 2019) using the Enron Error corpus
showed that it significantly improved the debugging process by narrowing
down the number of diagnoses and also the number of manually inspected
formulas.

The fragmentation and test case creation process of this approach have
been successfully evaluated in a user study. The main outcome of the study
was that the fragmentation approach enabled users to efficiently and effec-
tively test their spreadsheets. To the best of our knowledge, none of the
other model-based spreadsheet debugging approaches so far was evaluated
by means of a user study. However, uses studies are important because they
can reveal unrealistic assumptions about the debugging process in general
and the capabilities of users for handling such an approach, as the seminal
study of Parnin and Orso (2011) in the software engineering domain has
shown. In addition, automated methods for test case creation and evalu-
ation, similar to (Almaghairbe and Roper, 2016; Roper, 2019) for general
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software artifacts, should be investigated to speed up and simplify testing
procedures.

5 Benchmarks

The availability of representative collections of faulty spreadsheets is an im-
portant prerequisite for the development and evaluation of debugging ap-
proaches. Over the last decades, researchers created a number of such cor-
pora, which were widely used in the approaches presented in this chapter.
In this section, we provide an overview of the most important ones. Their
details are summarized in Table 2.8

Corpus Spreadsheets Origin Faults
EUSES 4498 Internet search Unknown
Mod. EUSES 576 EUSES corpus Seeded
Fuse 249,376 Internet search Unknown
Enron 15,770 Email attachments Unknown
Enron Errors 31 Enron corpus Real
VEnron 12,254 Enron corpus Unknown
INFO1 119 Student assignment Real
Hawaii Kooker 75 Student assignment Real
Payroll/Gradebook 2 User study Seeded
Mod. P/G 349 Payroll/Gradebook Seeded
Integer 231 Real-life + artificial Seeded

Table 2: Comparison of spreadsheet corpora

EUSES (Fisher II and Rothermel, 2005) and Fuse (Barik et al., 2015)
are collections of spreadsheets obtained via Internet search. They contain
spreadsheets from different domains that vary in size and structure. How-
ever, these spreadsheets have no annotated faults and are mostly used by
researchers to derive corpora that contain fault information. For example, a
modified version of the EUSES corpus presented by Hofer et al. (2013) con-
tains 576 spreadsheets, where each spreadsheet comprises at least one known
fault randomly inserted using mutation operators.

8See https://spreadsheets.ist.tugraz.at/index.php/

corpora-for-benchmarking/ for further information and download links.
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The Enron spreadsheet corpus contains more than 15,000 spreadsheets
that were attached to emails sent by employees of Enron (Hermans and
Murphy-Hill, 2015). The Enron Errors corpus lists 36 faults in 31 of these
spreadsheets (Schmitz and Jannach, 2016). Since the Enron spreadsheets
are extracted from email attachments, Dou et al. (2016) created the VEnron
corpus that comprises more than 12,000 spreadsheets in 1,609 clusters, where
each cluster comprises different versions of the same spreadsheet.

The Hawaii Kooker corpus (Aurigemma and Panko, 2010) and the INFO1
(Getzner et al., 2017) collection comprise spreadsheets with real faults that
were created by business and civil engineering students, resp., using Excel to
solve practical problems. Faults that were found in these spreadsheets are
indicated in the meta-information.

The Payroll/Gradebook corpus consists of versions of two small spread-
sheets with five faulty cells that were used in a user study (Ruthruff et al.,
2006). The original spreadsheets were written in Form/3, but Excel versions
of these spreadsheets are also available (Getzner, 2015).

Finally, the Integer corpus is a collection of 21 real-life and 12 artificially
created spreadsheets. There are faulty versions of each spreadsheet with
randomly seeded faults. The special feature of this corpus is that it contains
only integer values (Außerlechner et al., 2013).

6 Summary and Outlook

The discussions in the previous sections show that both main paradigms
of modern AI research—machine learning and model-based reasoning—as
well as heuristic-based approaches can be successfully applied for supporting
the spreadsheet debugging process. An important aspect in that context
is that many of the proposed solutions were evaluated on the basis of real-
world spreadsheets. Despite this success and recent progress, there are still
a number of important directions for future work in this area. Next, we will
discuss three main areas for future research.

Development of Spreadsheet Fault Corpora. Today’s research in al-
gorithmic spreadsheet debugging is mostly evaluated on a small number of
collections containing faults. These faults are either artificially injected, e.g.,
by using mutation operators (Abraham and Erwig, 2009), or they are real
faults made by users like in the collection provided in (Schmitz and Jannach,
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2016). While the existing corpora, listed in Table 2, are diverse in terms of
their creators and the types of faults that can be found in them, larger col-
lections would be desirable in particular from the perspective of approaches
that are based on fault patterns and machine learning.

Furthermore, like in the Mining Software Repositories field in general
software engineering, one problem of such corpora is that many faults that
are made by the developers might have been corrected before the software
is versioned. Therefore, many faults that were made on the way might not
be present anymore in the repositories or the released spreadsheets. As a
result, further research—maybe in the form of laboratory experiments—is
required to understand which types of temporary faults users make and if
specific debugging aids are required to capture these faults.

Algorithmic Improvements. From an algorithmic perspective, further
improvements are possible, both for machine learning approaches and for
model-based techniques. In particular, for the latter set of approaches, a
deeper investigation of qualitative reasoning methods seems promising. In-
stead of reasoning with exact numerical values, qualitative reasoning ap-
proaches, as discussed above, can help us, for example, to work with inter-
vals or bounds. In some cases, when observing a problem in a spreadsheet,
users might not be immediately able to inform the debugger about the exact
expected outcome for a certain cell. However, they might feel comfortable
with providing a lower bound for the expected value in a cell.

Generally, many of today’s AI-based debugging techniques assume a “one-
shot” interaction paradigm, where the debugger—given a filled spreadsheet
and potentially additionally test cases—determines and highlights a set of
potentially faulty cells for the user to inspect. Such a set of fault candidates
can, however, be large, and might involve dozens of suspicious cells. In the
context of traditional model-based diagnosis techniques, a common approach
to deal with such problems is to make additional “measurements”. In a de-
bugging scenario, this translates into interactively asking the user questions,
e.g., about the correctness of a certain cell. While algorithmic approaches
for sequential fault localization already exist (Schekotihin et al., 2016), they
are often designed to minimize the number of measurements. In a debugging
context, one has however also to consider the complexity of answering the
question for the end-user, which has not been investigated in the literature
before.
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Human-Debugger Interface. Finally, and probably most importantly,
many questions are open regarding the design of appropriate user interfaces
of debugging tools for spreadsheets. A particular problem in the context of
spreadsheets is that users can be diverse in terms of their technical back-
ground and their capabilities. For more advanced and technically-skilled
users, comparably complex user interfaces (embedded in MS Excel) like pro-
posed in (Jannach and Schmitz, 2016; Jannach et al., 2019) can be still man-
ageable from the perspective of their cognitive complexity. However, some
less-experienced spreadsheet users might be overwhelmed by such a system,
even when it is more or less seamlessly embedded in their usual spread-
sheet environment. For such users, novel lightweight and self-explanatory
interaction mechanisms are needed, e.g., different forms of visualizing the
“smelliness” of a certain formula or subarea of the spreadsheet.

In general, more user studies are needed to understand the real value of
AI-based spreadsheet debugging tools. In the field of general software en-
gineering, (Parnin and Orso, 2011) questioned if purely data-based analyses
are sufficient to answer the question: do debuggers really help software en-
gineers. One outcome of their study was that some of the core assumptions
of algorithmic debugging actually do not seem to hold in practice and that
some approaches might be less useful as one might guess from data-based
experiments. While previous user studies indicate that also more complex
debugger interfaces can be lead to increased fault localization performance
(Rodler et al., 2019) for experienced users, it is unclear if these more complex
interaction mechanisms would be useful also for users that are not well-versed
in the use of spreadsheets.
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