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Abstract

Public service media (PSM) providers commonly face the challenge
of balancing user engagement metrics and public value. In this
case study, we report on the insights obtained at ARD, Germany’s
largest PSM provider, when investigating the effectiveness of dif-
ferent collaborative filtering techniques on their video-on-demand
platform ARD Mediathek. While an offline evaluation indicated
that a modern model based on a denoising auto-encoder might
lead to the best prediction accuracy, A/B testing revealed that an
item-based nearest-neighbor technique excelled both in terms of
engagement and public value metrics. Our findings thus suggest
that traditional, light-weight models should not be easily dismissed,
given also their comparably limited resource requirements and
light carbon footprint. To enable future research on this topic, we
provide a real-world dataset with usage data from our platform.
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1 Introduction

ARD is Germany’s largest public service media (PSM) provider,
operating the video-on-demand platform ARD Mediathek, which
reaches around 2.7 million people every day [3]. To enhance the
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quality of personalized recommendations on our platform, we con-
tinuously research, explore, and refine existing and new algorithmic
recommendations that coexist alongside the editorial recommenda-
tions on our platform. Typically, video recommender systems (RS)
on commercial platforms such as Netflix are optimized to maximize
engagement and customer retention [13]. The situation is however
different for PSM providers, who have a mandate to ensure that
they act in public interest and that their services benefit all mem-
bers of society [1, 5, 8, 14]. Consequently, our goal is to align the
optimization of our RS with metrics that reflect public value.

Closely following research on RSs, we continuously explore al-
gorithmic proposals put forward in the literature. In this process,
we consider both traditional and comparatively simple recommen-
dation techniques, as well as more recent and more sophisticated
models. According to the academic literature, more recent models
are generally considered superior to earlier ones in terms of accu-
racy, however often at the price of a significantly larger carbon
footprint [27]. Given these developments, the question arises if
these improvements that are usually observed in offline evaluations
would translate to better recommendations in our PSM environ-
ment, where factors other than accuracy are relevant as well. This
question is highly important, because several previous studies sug-
gest that notable gaps between offline and online evaluations can
exist [4, 12, 13, 24].

This paper is a case study giving insights into the exploration
of personalized recommendation approaches of varying complex-
ity for PSM providers. In this study, we consider algorithms from
three different families: (i) a traditional collaborative item-based
nearest neighbors approach (ItemKNN) [7], (ii) a matrix factoriza-
tion model based on Alternating Least Squares (ALS) [15], and (iii)
a more recent neural model based on a denoising auto-encoder
(Mult-pAE) [19]. Among the various neural models, we considered
Mult-pAE both because of its effectiveness as reported in [10] and
due to promising results in our offline evaluations.

In a subsequent real-world A/B test, we then assess both user
engagement, measured by click-through (CTR) and playback rates,
defined as the average duration of a playback divided by the length
of the content, and public value metrics. For the latter, we focus
on (i) coverage, measured as the number of unique items recom-
mended divided by number of recommendable items, (ii) diversity,
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calculated by the average pairwise cosine similarity of item meta-
data embeddings, and (iii) popularity bias [18], determined by the
percentage of recommended items that are among the 2% most
popular items. Furthermore, we compare the observed results to
non-personalized editorial and to random recommendations.

As expected, we find that all three personalized recommenda-
tions outperform the non-personalized editorial and random recom-
mendations considering CTR and the playback rate. To our surprise,
however, the traditional ItemKNN method exhibited the best per-
formance in our test, leading to a significantly higher playback rate
compared to ALS and Mult-DAE. In addition, the analysis of the
public value metrics also suggests that ItemKNN can be a good
choice for PSM providers, as it demonstrates both high coverage
and low popularity bias while having a comparably light carbon
footprint. The main takeaway of our case study is that while var-
ious modern neural models have been successfully applied in in-
dustry [6, 26], established non-neural recommendation techniques
should not be easily dismissed in practical settings only because of
their assumedly lower performance in offline experiments!.

2 Experimental Design

For our real-world study, we collected usage data from logged-in
users for two weeks in April and May 2025. Users receive recommen-
dations in one single list on the front page of the ARD Mediathek
app and inside the “My ARD” section. Each user was randomly
assigned to one of the following five groups.

The first three groups received personalized recommendations
from the examined algorithmic recommendation models (ItemKNN,
ALS, Mult-pAE). The last 500 usage events of the last 90 days for each
user were used to train the models. We used a Bayesian approach to
tune the hyperparameters of the models with 20 trials and a 80:20
temporal global data split.? During the online test, the models were
retrained every other day within the given two weeks. We directed
90% of the traffic to these three groups, i.e., 30% for each model.

The last two groups received non-personalized recommendations
and were each assigned to 5% of the users. In the fourth group, users
received recommendations from an editorial curated highlight list.
This list was static and not updated throughout the test. Users were
presented random subsets of this editorial list. In the fifth group,
users received random recommendations from the available pool
of available content.

3 Results and Discussion

In this section, we first present results from an offline evaluation
that preceded our field test and then move to real-world evaluations,
where we focus both on engagement and public value metrics.

3.1 Offline Results

For the offline evaluations, we calculated the common performance
measures Normalized Discounted Cumulative Gain (NDCG), Preci-
sion, Recall, and Mean Average Precision (MAP) for recommenda-
tion lists with a length of 10. The evaluation was based on a 80:20

!n fact, a number of recent studies suggest that traditional models are still competitive
with more recent neural approaches [2, 9, 10, 17, 20, 22, 23, 25].

ZFinal hyperparameters: ALS (latent factors: 600, iterations: 15, a: 200, reg.: 0.01);
Mult-DAE (intermediate_dim: 520, latent_dim: 190, epochs: 10, regularization_lambda:
0.25, learning_rate: 0.008); ItemKNN (k: 10, weight.: TF-IDF, cosine sim.)
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train-test split of the data of the last 90 days preceding the online
study as described above.

Table 1 shows the results for the three personalized recommen-
dation models on the test set. We find that for the order-sensitive
NDCG and MAP metrics, Mult-DAE outperforms the other mod-
els. For NDCG@10, the gap between the Mult-DAE and the other
models is at around 5%. The performance results for Precision and
Recall are quite similar for all models. Overall, we concluded from
the offline experiments that Mult-DAE might be a good choice to
improve the recommendations on the platform.

Table 1: Offline ranking metrics for personalized recommen-
dation algorithms; highest values are shown in bold.

Model NDGC@10 PREC@10 REC@10 MAP@10

ItemKNN 0.094 0.048 0.112 0.060
ALS 0.095 0.049 0.121 0.062
Mult-DAE 0.099 0.050 0.122 0.064

3.2 A/B Testing Results

The A/B test with the five competing groups was conducted in
April 2025, and it lasted for two weeks. In total, we gathered us-
age data from 109, 318 registered users who received 1,429, 439
item recommendations. We note that the recommendations in each
group were post-processed using business rules that ensure high
quality content. As an example, already watched content or news
content that was older than 48 hours was removed. For TV series,
only the first episode of the first season was recommended, because
recommending individual later episodes is not considered to lead
to a good user experience.

Engagement Metrics & Computational Complexity. The results
for the engagement metrics (CTR and playback rate), and the time
needed to train each model® are shown in Table 2.

Table 2: Real-world engagement metrics by group, ordered
by engagement metrics; best values are shown in bold.

Group CIR Playback rate Training time
Random 0.95% 36.8% J.
Editorial list 1.20% 32.7% J.
Mult-DAE 3.60% 44.7% 03:50:13
ALS 3.60% 45.3% 00:47:01
TtemKNN 3.87% 49.7% 00:13:57

We observe that all personalized models are markedly more ef-
fective than the editorial and random baseline models both in terms
of the CTR and the playback rate. Among the personalized models
TtemKNN turned out to be outperforming both the ALS and the
Mult-DAE model in terms of our relevant engagement metrics. This
was surprising, given that the the offline experiments suggested
Mult-DAE as the most effective model.

3The training of ItemKNN consists of pre-computing item similarities.
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To assess if the observed differences are statistically significant,
we conducted multiple statistical tests. We use Levene’s test for
homogeneity of variances based on median [21] showing that vari-
ances of the CTR and playback rate are not equal across our five
groups (p < .001). Therefore, we use robust omnibus one-way
Welch ANOVAs [11] to test whether group means are equal. We
find significant differences between the groups (p < .001) for both
metrics. Given that the omnibus result is significant, we conduct
pairwise post hoc Welch t-tests with Bonferroni correction to test
for significant differences between all groups [11] for both metrics.

Regarding the CTR, results indicate that there are only signifi-
cant differences between the three personalized recommendation
groups and the non-personalized recommendation groups. The dif-
ferences among the personalized groups did not reach the required
significance level of 0.05.

For the playback rate, we find that the rate of the best-performing
ItemKNN model was significantly higher than for all other condi-
tions (p < .001). Considering effect sizes, there is a medium effect
when comparing the personalized and the personalized recommen-
dations, with Cohen’s |d| lying between 0.2 and 0.5. The effect size
when comparing ItemKNN with the other personalized models is
modest, with Cohen’s |d| reaching 0.2 in the best case.

Considering the times for training the models*, we find pro-
nounced differences between the personalized models. ItemKNN,
despite its competitive performance in terms of engagement metrics,
is the computationally most effective model. Training the model
needs less than 15 minutes on a CPU. This is approximately 3 times
faster than ALS and 18 times faster than Mult-DAE, even though
the computations for the latter were done on a GPU. We note that
computational complexity represents a relevant factor in our envi-
ronment, because the models must be frequently retrained on the
media platform. Overall, lower training times can help to signif-
icantly reduce both costs and the carbon footprint of generating
recommendations.

Public Value Metrics. As a PSM provider, we are interested to
evaluate our algorithms not only on engagement metrics but also
on our public value metrics coverage, diversity, and popularity bias.
Ideally, our recommendations demonstrate high coverage, high
diversity, and low popularity bias. In general, the maximization of
public value metrics such as high coverage or low popularity is
usually seen to be in conflict with accuracy in offline evaluations
and with engagement metrics such as CTR and playback rates in
online tests. Table 3 shows the results of the three metrics for the
five groups of our online test.?

Considering coverage, we, as expected, find that the random
recommendations cover the entire catalog, i.e., each catalog item
was recommended to at least one user during the field test. Anal-
ogously, the manually created and static editorial list comprises
only a fraction of the catalog. Among the personalized models, we
however find that the IltemKNN model leads to the highest coverage
values. At the same time, the ItemKNN model leads to the lowest
popularity bias among the personalized models. In terms of the

4In terms of prediction times, all compared models were able to match the real-time
serving constraints on the platform.

SWe recall that we use a 2% threshold for popularity. Popularity bias numbers are rela-
tively high because the pool of recommendable items is usually a subset of comparably
popular items of the entire content pool.
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Table 3: Public value metrics results, with groups ordered by
engagement metric performance; best values in bold.

Group Coverage Diversity  Popularity
Random 100.0% 0.71 44.5%
Editorial list 3.6% 0.64 98.0%
Mult-DAE 74.4% 0.60 84.2%
ALS 70.4% 0.62 80.8%
ItemKNN 78.6% 0.59 79.4%

popularity metric, the random recommendations naturally exhibit
the lowest popularity bias, given that this method randomly picks
items from the entire popularity range. The editorial recommenda-
tions, in contrast, are designed to be relevant for a large fraction of
the user population, and thus by design comprise content that is
highly popular among the platform’s user base.

Overall, when considering the public value metrics coverage
and popularity bias, we actually observe that these metrics do not
represent the expected trade-off with engagement metrics. Instead,
the ItemKNN method turned out to be both favorable from the
perspective of the engagement metrics and these two public value
metrics.

Looking at the diversity metric, the random recommendations
again by design lead to high diversity and represent an upper bound
unless an algorithm is designed that explicitly focuses solely on
diversity. The editorial list also exhibits a high level of diversity.
This is expected as well, because the editorial selections are not
only made in a way that they target generally popular content
but also match the diverse interests of the user base. The diversity
results for the personalized methods are very close to each other,
with the ALS method leading to the highest diversity, and ItemKNN
exhibiting the lowest diversity. It has to be noted here, however,
that the spread of the intra-list diversity metric, which theoretically
ranges from negative to positive one, is generally rather narrow in
practice [16].

4 Conclusions

In this study, we compared three personalized recommendation
approaches of varying complexity in terms of engagement metrics
and public value metrics, finding that the computationally and con-
ceptually light-weight ItemKNN technique can be a relevant choice
in practice. Specifically, the method enables a remarkable synergy
between multiple goals: maximizing platform engagement, signifi-
cantly contributing to public value, and simultaneously reducing
both CO2 emissions and operational costs. On a more general level,
our case study emphasizes the importance of keeping potential
offline-online evaluation gaps in mind, where the most accurate
offline model may not be the optimal choice in terms of the actual
key performance indicators that an organization aims to improve
with a recommendation system. Future work may thus involve the
identification and design of offline metrics which are better proxies
of the online success of an algorithm. To encourage research in this
area, we publish a novel real-world dataset with usage data from
our platform at kaggle.com/datasets/ardonlinedata/ard-mediathek-
recsys-2025.


https://www.kaggle.com/datasets/ardonlinedata/ard-mediathek-recsys-2025
https://www.kaggle.com/datasets/ardonlinedata/ard-mediathek-recsys-2025

RecSys ’25, September 22-26, 2025, Prague, Czech Republic

5 Presenter Bio

Marcel Hauck is a data scientist at ARD Online working on the
development, deployment and evaluation of recommender systems
for ARD Mediathek and ARD Audiothek. He is also a Professor of
Media Computer Science at Mainz University of Applied Sciences
and holds a PhD from Johannes Gutenberg University Mainz.

Juri Diels is a data scientist leading the development of recom-
mender systems and machine learning solutions for ARD Mediathek
and ARD Audiothek at ARD Online. He holds a Master’s Degree in
Empirical Democracy Studies from Johannes Gutenberg University
Mainz.

References
[1] Ada Lovelace Institute. 2022. Inform, Educate, Entertain... and Recommend: A Sys-

[4

[9

[10

[11

[12

=

]

]

temic Approach to Regulation of Online Personalisation. Ada Lovelace Institute, Lon-
don. https://www.adalovelaceinstitute.org/wp-content/uploads/2022/11/Ada-
Lovelace-Institute-Inform-Educate-Entertain...and-Recommend-Nov-2022.pdf
Vito Walter Anelli, Alejandro Bellogin, Tommaso Di Noia, Dietmar Jannach, and
Claudio Pomo. 2022. Top-N Recommendation Algorithms: A Quest for the State-
of-the-Art. In Proceedings of the 30th ACM Conference on User Modeling, Adaptation
and Personalization (Barcelona, Spain) (UMAP °22). Association for Computing
Machinery, New York, NY, USA, 121-131. doi:10.1145/3503252.3531292

ARD. 2024. Mutig, innovativ und reichweitenstark - erfolgreiche Jahresbilanz
2024 fur die ARD Mediathek und Das Erste. https://www.ard.de/die-ard/presse-
und-kontakt/ard-pressemeldungen/2024/11- 28-Erfolgreiche-Jahresbilanz-
2024-fuer-die- ARD-Mediathek-und-Das-Erste-100/ [Accessed: July 15, 2025].
Joeran Beel and Stefan Langer. 2015. A Comparison of Offline Evaluations, Online
Evaluations, and User Studies in the Context of Research-Paper Recommender
Systems. In Research and Advanced Technology for Digital Libraries, Sarantos
Kapidakis, Cezary Mazurek, and Marcin Werla (Eds.). Springer International
Publishing, Cham, 153-168.

Benjamin Richard Clark, Kristine Grivcova, Polina Proutskova, and Duncan Mar-
tin Walker. 2023. Personalised Recommendations for the BBC iPlayer: Initial
approach and current challenges. In Proceedings of the 17th ACM Conference on
Recommender Systems (Singapore, Singapore) (RecSys °23). Association for Com-
puting Machinery, New York, NY, USA, 551-553. doi:10.1145/3604915.3608867
Paul Covington, Jay Adams, and Emre Sargin. 2016. Deep Neural Networks
for YouTube Recommendations. In Proceedings of the 10th ACM Conference on
Recommender Systems (Boston, Massachusetts, USA) (RecSys ’16). Association
for Computing Machinery, New York, NY, USA, 191-198. doi:10.1145/2959100.
2959190

Mukund Deshpande and George Karypis. 2004. Item-based top-N recommenda-
tion algorithms. ACM Trans. Inf. Syst. 22, 1 (Jan. 2004), 143-177. doi:10.1145/
963770.963776

Die Medienanstalten. 2020. Interstate Media Treaty. https://www.die-
medienanstalten.de/fileadmin/user_upload/Rechtsgrundlagen/Gesetze_
Staatsvertraege/Interstate_Media_Treaty_en.pdf Non-official English translation
[Accessed: July 15, 2025].

Maurizio Ferrari Dacrema, Simone Boglio, Paolo Cremonesi, and Dietmar Jannach.
2021. A Troubling Analysis of Reproducibility and Progress in Recommender
Systems Research. ACM Trans. Inf. Syst. 39, 2, Article 20 (Jan. 2021), 49 pages.
doi:10.1145/3434185

Maurizio Ferrari Dacrema, Paolo Cremonesi, and Dietmar Jannach. 2019. Are we
really making much progress? A worrying analysis of recent neural recommen-
dation approaches. In Proceedings of the 13th ACM Conference on Recommender
Systems (Copenhagen, Denmark) (RecSys '19). Association for Computing Ma-
chinery, New York, NY, USA, 101-109. doi:10.1145/3298689.3347058

Andy Field. 2009. Discovering Statistics Using SPSS (3rd ed.). SAGE Publications,
London.

Florent Garcin, Boi Faltings, Olivier Donatsch, Ayar Alazzawi, Christophe Bruttin,
and Amr Huber. 2014. Offline and online evaluation of news recommender
systems at swissinfo.ch. In Proceedings of the 8th ACM Conference on Recommender

[13

[14

[15

(17

[18

[20

[21

[22

[23

[24

[25

[26

[27

]

Hauck, Huber, Diels, Wittenberg, Jannach

Systems (Foster City, Silicon Valley, California, USA) (RecSys '14). Association
for Computing Machinery, New York, NY, USA, 169-176. doi:10.1145/2645710.
2645745

Carlos A. Gomez-Uribe and Neil Hunt. 2016. The Netflix Recommender System:
Algorithms, Business Value, and Innovation. ACM Trans. Manage. Inf. Syst. 6, 4,
Article 13 (Dec. 2016), 19 pages. doi:10.1145/2843948

Andreas Griin and Xenija Neufeld. 2023. Transparently Serving the Public:
Enhancing Public Service Media Values through Exploration. In Proceedings of
the 17th ACM Conference on Recommender Systems (Singapore, Singapore) (RecSys

’23). Association for Computing Machinery, New York, NY, USA, 1045-1048.
do1:10.1145/3604915.3610243

Yifan Hu, Yehuda Koren, and Chris Volinsky. 2008. Collaborative Filtering for
Implicit Feedback Datasets. In 2008 Eighth IEEE International Conference on Data
Mining. IEEE Institute of Electrical and Electronics Engineers, Pisa, Italy, 263-272.
doi:10.1109/ICDM.2008.22

Mathias Jesse, Christine Bauer, and Dietmar Jannach. 2022. Intra-list similarity
and human diversity perceptions of recommendations: the details matter. User
Modeling and User-Adapted Interaction 33, 4 (Dec. 2022), 769-802. do0i:10.1007/
$11257-022-09351-w

Barrie Kersbergen, Olivier Sprangers, and Sebastian Schelter. 2022. Serenade -
Low-Latency Session-Based Recommendation in e-Commerce at Scale. In Pro-
ceedings of the 2022 International Conference on Management of Data (Philadelphia,
PA, USA) (SIGMOD °22). Association for Computing Machinery, New York, NY,
USA, 150-159. doi:10.1145/3514221.3517901

Anastasiia Klimashevskaia, Mehdi Elahi, Dietmar Jannach, Lars Skjeerven, Astrid
Tessem, and Christoph Trattner. 2023. Evaluating The Effects of Calibrated Popu-
larity Bias Mitigation: A Field Study. In Proceedings of the 17th ACM Conference on
Recommender Systems (Singapore, Singapore) (RecSys °23). Association for Com-
puting Machinery, New York, NY, USA, 1084-1089. doi:10.1145/3604915.3610637
Dawen Liang, Rahul G. Krishnan, Matthew D. Hoffman, and Tony Jebara. 2018.
Variational Autoencoders for Collaborative Filtering. In Proceedings of the 2018
World Wide Web Conference (Lyon, France) (WWW ’18). International World
Wide Web Conferences Steering Committee, Republic and Canton of Geneva,
CHE, 689-698. do0i:10.1145/3178876.3186150

Aleksandr Milogradskii, Oleg Lashinin, Alexander P, Marina Ananyeva, and
Sergey Kolesnikov. 2024. Revisiting BPR: A Replicability Study of a Common
Recommender System Baseline. In Proceedings of the 18th ACM Conference on
Recommender Systems (Bari, Italy) (RecSys "24). Association for Computing Ma-
chinery, New York, NY, USA, 267-277. doi:10.1145/3640457.3688073

Fred Ramsey and Daniel Schafer. 2012. The Statistical Sleuth: A Course in Methods
of Data Analysis (3 ed.). Brooks/Cole, Florence, KY.

Steffen Rendle, Walid Krichene, Li Zhang, and John Anderson. 2020. Neural
Collaborative Filtering vs. Matrix Factorization Revisited. In Proceedings of the
14th ACM Conference on Recommender Systems (Virtual Event, Brazil) (RecSys
’20). Association for Computing Machinery, New York, NY, USA, 240-248. doi:10.
1145/3383313.3412488

Steffen Rendle, Walid Krichene, Li Zhang, and Yehuda Koren. 2022. Revisiting
the Performance of iALS on Item Recommendation Benchmarks. In Proceedings
of the 16th ACM Conference on Recommender Systems (Seattle, WA, USA) (RecSys
°22). Association for Computing Machinery, New York, NY, USA, 427-435. doi:10.
1145/3523227.3548486

David Rohde. 2024. Position Paper: Why the Shooting in the Dark Method
Dominates Recommender Systems Practice; A Call to Abandon Anti-Utopian
Thinking. arXiv:2402.02152 [cs.IR] https://arxiv.org/abs/2402.02152

Faisal Shehzad and Dietmar Jannach. 2024. Performance Comparison of Session-
Based Recommendation Algorithms Based on GNNs. In Advances in Information
Retrieval, Nazli Goharian, Nicola Tonellotto, Yulan He, Aldo Lipani, Graham
McDonald, Craig Macdonald, and Iadh Ounis (Eds.). Springer Nature Switzerland,
Cham, 115-131.

Harald Steck, Linas Baltrunas, Ehtsham Elahi, Dawen Liang, Yves Raimond, and
Justin Basilico. 2021. Deep Learning for Recommender Systems: A Netflix Case
Study. AI Magazine 42, 3 (Nov. 2021), 7-18. doi:10.1609/aimag.v42i3.18140
Tobias Vente, Lukas Wegmeth, Alan Said, and Joeran Beel. 2024. From Clicks
to Carbon: The Environmental Toll of Recommender Systems. In Proceedings
of the 18th ACM Conference on Recommender Systems (Bari, Italy) (RecSys '24).
Association for Computing Machinery, New York, NY, USA, 580-590. doi:10.
1145/3640457.3688074


https://www.adalovelaceinstitute.org/wp-content/uploads/2022/11/Ada-Lovelace-Institute-Inform-Educate-Entertain...and-Recommend-Nov-2022.pdf
https://www.adalovelaceinstitute.org/wp-content/uploads/2022/11/Ada-Lovelace-Institute-Inform-Educate-Entertain...and-Recommend-Nov-2022.pdf
https://doi.org/10.1145/3503252.3531292
https://www.ard.de/die-ard/presse-und-kontakt/ard-pressemeldungen/2024/11-28-Erfolgreiche-Jahresbilanz-2024-fuer-die-ARD-Mediathek-und-Das-Erste-100/
https://www.ard.de/die-ard/presse-und-kontakt/ard-pressemeldungen/2024/11-28-Erfolgreiche-Jahresbilanz-2024-fuer-die-ARD-Mediathek-und-Das-Erste-100/
https://www.ard.de/die-ard/presse-und-kontakt/ard-pressemeldungen/2024/11-28-Erfolgreiche-Jahresbilanz-2024-fuer-die-ARD-Mediathek-und-Das-Erste-100/
https://doi.org/10.1145/3604915.3608867
https://doi.org/10.1145/2959100.2959190
https://doi.org/10.1145/2959100.2959190
https://doi.org/10.1145/963770.963776
https://doi.org/10.1145/963770.963776
https://www.die-medienanstalten.de/fileadmin/user_upload/Rechtsgrundlagen/Gesetze_Staatsvertraege/Interstate_Media_Treaty_en.pdf
https://www.die-medienanstalten.de/fileadmin/user_upload/Rechtsgrundlagen/Gesetze_Staatsvertraege/Interstate_Media_Treaty_en.pdf
https://www.die-medienanstalten.de/fileadmin/user_upload/Rechtsgrundlagen/Gesetze_Staatsvertraege/Interstate_Media_Treaty_en.pdf
https://doi.org/10.1145/3434185
https://doi.org/10.1145/3298689.3347058
https://doi.org/10.1145/2645710.2645745
https://doi.org/10.1145/2645710.2645745
https://doi.org/10.1145/2843948
https://doi.org/10.1145/3604915.3610243
https://doi.org/10.1109/ICDM.2008.22
https://doi.org/10.1007/s11257-022-09351-w
https://doi.org/10.1007/s11257-022-09351-w
https://doi.org/10.1145/3514221.3517901
https://doi.org/10.1145/3604915.3610637
https://doi.org/10.1145/3178876.3186150
https://doi.org/10.1145/3640457.3688073
https://doi.org/10.1145/3383313.3412488
https://doi.org/10.1145/3383313.3412488
https://doi.org/10.1145/3523227.3548486
https://doi.org/10.1145/3523227.3548486
https://arxiv.org/abs/2402.02152
https://arxiv.org/abs/2402.02152
https://doi.org/10.1609/aimag.v42i3.18140
https://doi.org/10.1145/3640457.3688074
https://doi.org/10.1145/3640457.3688074

	Abstract
	1 Introduction
	2 Experimental Design 
	3 Results and Discussion 
	3.1 Offline Results
	3.2 A/B Testing Results

	4 Conclusions
	5 Presenter Bio
	References

