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With the rapid advances in deep learning, we have witnessed a strongly increased interest in conversational recommender systems
(CRS). Until recently, however, even the latest generative models exhibited major limitations and they frequently return non-meaningful
responses according to previous studies. However, with the latest Generative AI -based dialog systems implemented with Generative
Pre-Trained Transformer (GPT) models, a new era has arrived for CRS research. In this work, we study the use of ChatGPT as a
movie recommender system. To this purpose, we conducted an online user study involving N=190 participants, who were tasked to
evaluate ChatGPT’s responses in a multitude of dialog situations. As a reference point for the analysis, we included a retrieval-based
conversational method in the experiment, which was found to be a robust approach in previous research.

Our study results indicate that the responses by ChatGPT were perceived to be significantly better than those by the previous system
in terms of their meaningfulness. A detailed inspection of the results showed that ChatGPT excelled when providing recommendations,
but sometimes missed the context when asked questions about a movie within a longer dialog. A statistical analysis revealed that
information adequacy and recommendation accuracy of the responses had the strongest influence on the perceived meaningfulness of
the responses. Finally, an additional analysis showed that the human perceptions of meaningfulness correlated only very weakly with
computational metrics such as BLEU or ROUGE, emphasizing the importance of involving humans in the evaluation of a CRS.

CCS Concepts: • Information systems → Recommender systems; • Human-centered computing → Human computer
interaction (HCI).
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1 INTRODUCTION

Conversational recommender systems [6, 14] are designed to help recommendation seekers in a natural way through
an interactive dialog. In recent years, we have witnessed a strongly increased research interest in such systems, which
is mainly fueled by advances in deep learning, in particular in the areas of natural language processing and generative
AI models. However, as indicated in [21, 24], even modern knowledge-enhanced end-to-end learning models such
as [2, 33] struggle to consistently return meaningful responses to certain user utterances. A user-centric analysis [21]
for example showed that the fraction of responses that were considered to be not meaningful by study participants was
as high as 30 and 40 percent for the two examined systems.

However, with the introduction of ChatGPT by OpenAI1 in November 2022, a new era of dialog-based AI systems
has arrived. Systems like ChatGPT are technically based on Generative Pre-Trained Transformer models, trained on
1https://chat.openai.com

Permission to make digital or hard copies of part or all of this work for personal or classroom use is granted without fee provided that copies are not
made or distributed for profit or commercial advantage and that copies bear this notice and the full citation on the first page. Copyrights for third-party
components of this work must be honored. For all other uses, contact the owner/author(s).
© 2024 Copyright held by the owner/author(s).
Manuscript submitted to ACM

1

HTTPS://ORCID.ORG/0000-0001-9418-7539
HTTPS://ORCID.ORG/0000-0002-4698-8507
HTTPS://ORCID.ORG/0000-0002-4698-8507
https://doi.org/10.1145/3627043.3659574


UMAP ’24, July 1–4, 2024, Cagliari, Italy Manzoor et al.

large amounts of data, and have—despite some limitations such as hallucination [3]—shown an impressive capacity as
general dialog and information provisioning systems with countless application use cases. Correspondingly, researchers
have soon explored the use of large language models (LLMs) such as Open AI GPT [1] in the context of recommender
systems, see [5, 30] for recent surveys.

Specifically, researchers have also started to investigate the capability of interactive systems like ChatGPT for
recommendation-related tasks. Recent studies in this fast-developing area include [4, 7, 11, 16, 19, 26]. However, as will
be discussed in Section 2, many of these works use ChatGPT as a prompt-based, one-turn rankers of recommendable
items, but do not assess the system in a conversational situation, where there are several interactions between users
and the system. Moreover, the effectiveness of ChatGPT is mainly assessed in terms of ranking accuracy, using offline
experimental designs without involving humans in the loop.

In our present work, we aim to address this research gap and study the human perception of responses generated by
ChatGPT in a conversational setting. Specifically, we adopt an experimental design that was used in earlier studies
on CRS [21, 24]. In this design, study participants are presented with a given dialog situation between a (movie)
recommendation seeker and a CRS, and the participants’ main task is to assess the meaningfulness of a response
provided by the CRS in a given situation.

In our experiment, we contrast the quality perception of ChatGPT’s responses—where the prompt is the certain state
of the dialog—with the quality of the responses returned by the contextual retrieval-based CRB-CRS method, which
turned out to be the best-performing CRS compared to recent neural generation-based CRS in an earlier study [24].
Overall, this comparison allows us to gauge and quantify the progress that is achieved by ChatGPT compared to previous
academic approaches, using an experimental design that is consistent with what was used in similar comparisons
before.

Our main results confirm our intuition that ChatGPT, which is trained on huge amounts of data, is highly effective
as a CRS and performs significantly better than previous approaches, at least in the domain of this study. Only in a few
cases—in particular when confronted with user utterances that included more than one topic or a seeker question at
the end—ChatGPT failed to identify the question correctly and provided a less meaningful response. A more detailed
analysis of the collected data revealed that information adequacy, which involves understanding the user’s intent, is a
main driving factor that determines the perceived meaningfulness of the system’s responses. Other factors such as the
provision of explanations or the length of the response play a smaller role in this context. Finally, when correlating the
participants’ responses regarding the meaningfulness of the system responses with linguistic quality measures such as
BLEU and ROUGE, we found that these computational measures only very lightly correlate with user perceptions. This
highlights the importance of conducting studies with users in the loop in the area of conversational recommendations.

2 PREVIOUS WORK

Over the last few years, researchers have increasingly begun to try to leverage LLMs for recommendation tasks, where
LLMs are commonly viewed as Transformer-based models that are trained on huge amounts of data [30]. In a recent
survey, Fan et al. [5] discuss various situations where LLMs can be integrated into a recommender system to support
common tasks such as top-n recommendation, rating prediction, conversational recommendation, or explanation. They
furthermore identify three main paradigms of using LLMs in this context, pre-training, fine-tuning, and prompting.
Central to these approaches is the underlying assumption that LLMs are highly capable of deriving high-quality
representations of textual features and of capturing effectively contextual information such as user queries [30].
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As mentioned, while quite a number of works explore the use of LLMs for recommending items, only a subset of
them consider the context of conversational recommendation setting. A recent example of such a non-conversational
approach is the work form Harte et al. [8], which aims to leverage LLMs for the problem of sequential recommendation.
Specifically, they propose three ways of using OpenAI’s GPTmodel using Open AI’s API in a non-interactive setting: first,
based on determining semantically similar items based on LLM-enabled item embeddings; second, based on initializing
an existing sequential recommendation model with OpenAI embeddings; and third, using a fine-tuning approach where
the last interacted items represent a prompt for ChatGPT. While the last approach is actually prompt-based, it does not
support a conversational approach, which is the focus of our present work.

In a similar vein, Di Palma et al. [26] follow a prompt-based approach to benchmark ChatGPT as a traditional top-n
item recommendation system. In their case, the prompt consists of a set user profile description (containing user ratings
for items) for which ChatGPT is asked to provide recommendations. Like in the work by Harte et al., no real users are
involved in the experiment and the evaluation is limited to the accuracy assessment of the recommendations. Related
offline analyses can be found also in [4, 11]2 or [19], where [19] also includes a short discussion of a human evaluation,
which is however focused on the quality of the generated explanations.

Explanations are also in the focus of the work by Guo et al. [7]. In their work, they first create a novel dataset based
on the ReDial dataset [17] to be able to learn explanations, and they then benchmark different transformer-based LLMs,
both using automatic assessments and human evaluations. Their work is similar to ours in that it is also based on the
ReDial dataset. Furthermore, Guo et al. also involve humans in parts of their evaluation. Differently from our work,
Guo et al. focus solely on explanations. In addition, human evaluation in their work is done by “three well-informed
annotators”, whereas our work is based on a randomized controlled trial involving almost 200 participants. Overall, while
the body of literature on the use of ChatGPT (and LLMs) for recommender systems is constantly growing, experiments
in the form of user studies are rare. CRS researchers predominantly use offline metrics to estimate recommendation and
linguistic quality aspects. Accuracy-related metrics adapted from the information retrieval domain, like RMSE or Recall,
are in focus for the recommendation task, see e.g., [2, 15, 32, 33]. Regarding linguistic quality, we see offline metrics like
Perplexity, ROUGE, or BLEU score, see also [2, 9, 25, 27]. However, such offline measures do not inform us whether the
recommendations are acceptable to the user or whether the generated responses are semantically coherent with the
dialog context [13, 18]. The research presented in this paper aims to narrow these gaps.

3 METHODOLOGY

With our work, we seek answers to the following main research questions:

• RQ-1: How do users perceive the quality of ChatGPT’s responses in a conversational recommendation setting?
• RQ-2: Which characteristics of the generated responses affect the perceived quality of the systems?

In the literature, a multitude of evaluation approaches and metrics were proposed to assess the quality of a CRS,
see [12]. In our present work, we decided to adopt an evaluation approach that was recently used in a number of studies
to compare CRS in a user-centric way. Specifically, we relied on the INFACT framework shared by the authors of [23],
which was used to benchmark prominent end-to-end learning systems like DeepCRS [17], KRDB [2], and KGSF [33].
Quite interestingly, these previous comparisons not only revealed that today’s CRS have difficulties properly responding
to user requests in a meaningful, they also revealed that a heuristic retrieval-based approach called CRB-CRS performed
better than more complex deep learning models in such evaluations [24]. Overall, by adopting the same evaluation

2Notably, in [11], both one-turn recommendations and multi-turn user simulations are evaluated.
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Fig. 1. Experiment flow

approach used in [24], and by also relying on the same underlying data, our work allows us to assess the performance
of ChatGPT in the context of recent research.

3.1 Experiment design

Overview and experiment flow. The INFACT framework supports human-centric studies on crowdsourcing platforms
using a single coherentmeasure, perceivedmeaningfulness, for the joint evaluation of both linguistic and recommendation-
related aspects, as applied in [20–22]. Specifically, meaningfulness refers to the subjective quality of a system response,
e.g., recommendation or an explanation, and the linguistic suitability and coherence of the response in the context of
an ongoing dialog situation [20]. The central task of the study participants therefore consists of first examining a given
dialog between a recommendation seeker and a recommender—sampled randomly from the ReDial dataset —and to
then assess a given system response to the last seeker utterance in terms of the meaningfulness of the response. In our
current study, we adopted the INFACT approach to benchmark ChatGPT as a CRS, and we extended the framework to
collect additional information from the participants. The overall experiment flow is visualized in Figure 1.

In a first step, participants are informed about the purpose of the study, and they are provided with guidance with
examples about the concept of meaningfulness. After informed consent, participants were asked to assess six dialog
situations, one serving as an attention check. For each situation, first the general meaningfulness of the response had to
be assessed, using a 5-point Likert-scale item ranging from “Entirely meaningless” to “Perfectly meaningful”. Then, a
more fine-grained assessment of each system response was required. Once participants had assessed these six situations,
they were asked to answer additional questions regarding the overall quality perception of the CRS. Finally, participants
answered a set of demographic questions. The detailed questionnaire items can be found in the online material.3

Study specifics. As a basis for the experiment, we first randomly sampled 70 dialogs from the ReDial dataset. From
these dialogs, we randomly created dialog situations. These are dialog fragments from the beginning of the dialog up to a
certain seeker utterance. These dialog fragments were then passed to the two compared CRS (ChatGPT and CRB-CRS),
and the corresponding system responses were retrieved. For ChatGPT, the dialog situation was passed on as a prompt,
with the task of acting as a movie recommendation assistant. Technically, we used the OpenAI API with gpt-3.5-turbo

as the underlying model.
After a preliminary analysis of the length of typical system responses, we set the token limit to 70. In addition, to

avoid contextual bias and test data leakage issues, we reset the OpenAI environment after generating responses for
each dialogue. Regarding the configuration of CRB-CRS, we utilized the open-source code with the parameter settings
that were found optimal in a previous experiment on the same ReDial dataset [24].

3All materials of this study can be found online at https://github.com/ahtsham58/ChatGPT-as-a-Conversational-Recommender-System.
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Fig. 2. Distribution of Scores

In terms of the fine-grained feedback for each system response beyond its meaningfulness, we asked participants to
assess the response in terms of information adequacy, language quality, and response length appropriateness. Furthermore,
in case the system response contained a recommendation, participants were asked to rate the accuracy of the recom-
mendation and whether the recommendation is well-explained. After participants evaluated all (six) dialog situations,
six additional questions were asked, mainly inspired by the ResQUE framework [28] for user-centric recommender
system evaluation, e.g., relating to the chatbot’s general usefulness and politeness and the participants intention to use

the system in the future. In this context, an additional question was included that served as an attention check to filter
out unreliable participants.

Participants & Data Collection Statistics. We recruited participants through Prolific, a crowdsourcing platform
specially designed for research purposes. We only admitted participants who were fluent in English and had some
affinity for consuming online media (movies, games, books, or music). About half of the participants were female, and
our sample of participants covered all age groups to a good extent. Detailed demographic statistics can be found in the
online material. On average, participants needed about 7-8 minutes to complete the task, with no marked differences
between the groups. Participants were paid £8.24, on average, for taking part in the study.

Participants were randomly assigned to one of two groups, ChatGPT or CRB-CRS, and correspondingly interacted
with only one type of system. For each group, we recruited 100 participants who passed both attention checks. We then
manually screened the collected data for further signs of inattentive participants, discarding data from 5 participants
from each group who misclassified system utterances in the fine-grained feedback stage. Overall, we collected 475
(=95×5) rated system responses per CRS. We recall that we used one of the six assessments of dialog situations as an
attention check, ending up with 5 cases per participant.

4 RESULTS

4.1 PerceivedQuality of Responses (RQ-1)

Figure 2 shows the main study outcomes, i.e., the meaningfulness scores by participants for the two systems. We can
observe that ChatGPT in almost half of the cases (48%) received the highest possible meaningfulness score, which
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Fig. 3. Average Rating of SystemQuality Attributes

is more than twice as often than the CRB-CRS system, which was the best-performing method in the comparison
in [24]. The average score for ChatGPT is as high as 4.13, compared to a value of 3.47 for CRB-CRS. The variance of the
ratings for ChatGPT responses is also lower (1.14 vs. 1.45), leading to a statistically significant difference according to a
two-sample Student’s t-test, p< 0.01. Given the very good performance of ChatGPT, we were wondering which dialog
situations were challenging for the system, and we manually inspected cases where the system apparently failed, i.e.,
where the rating was as low as 1 or 2. There were 42 such cases for ChatGPT, among them 35 unique ones.

The manual analysis revealed that in the majority of cases where ChatGPT failed, was when a number of movies
were discussed in the dialog, and the dialog situation ended with the seeker’s question about the last suggested movie,
e.g., “Have not seen it. Is it good?” or “Do you know who stars in that movie?”. In such cases, ChatGPT often explained
another movie mentioned earlier in the conversation, or it discussed some other movie that was not mentioned in the
dialog at all. We provide detailed information about failed cases in the online material.

4.2 Influence of SystemQualities on Perceived Meaningfulness (RQ-2)

Looking at how participants perceived the different quality dimensions examined in our study, we find that ChatGPT
was returning responses that were consistently (and significantly, p<0.05) better than those of CRB-CRS, see Figure 3.

Regression Analysis. To obtain a deeper understanding of how each quality dimension contributes to the perceived
meaningfulness of the responses, we conducted a linear regression analysis as was done in [29] to study the fairness
perceptions of recommendations. Formally, in our analysis, perceived meaningfulness is the dependent variable, and the
independent variables are information adequacy, language quality, and length appropriateness, recommendation accuracy

and explainability. To run the regression analysis, we only considered system responses containing a movie title (as
recommendation) but not responses that, e.g., contained an explanation or chit-chat greetings. This choice is made
because values for the two factors, i.e., recommendation accuracy and explainability, are only meaningful and available
in these cases. The regression is thus based on 720 (75.79%) of the 950 cases.

The results of the regression analysis are shown in Table 1. Overall, The R-squared value indicates a good fit of the
model, representing 65.5% of the variability in user perceptions of meaningfulness, explained by the five response quality
dimensions. The F-statistic (268.8) value shows that the overall model is statistically significant (p<0.001). Our model
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results reveal that information adequacy and recommendation accuracy are the most important factors that positively
influence the perceived meaningfulness of the responses. Language quality and explainability have a positive influence
as well, but to a somewhat weaker extent. Length appropriateness shows a positive trend with meaningfulness scores,
but the relationship is not statistically significant (p=0.051) at a conventional significance level. Finally, an analysis
of interaction effects indicates a significant effect only between information adequacy and recommendation accuracy

(coeff: -0.0595, p<0.01), implying a moderating effect (downward-sloping line), yet less than the combined effect of
both factors for recommendation-related responses. Design strategies should therefore consider the nuanced interplay
between both system qualities by carefully balancing and aligning these aspects to meet user expectations, knowing
that improvements in one factor may not linearly translate to the overall user experience.

Table 1. Regression test results for predicting perceived meaningfulness from system qualities.

DF (Residuals) + DF (Model) 714 +5= 719 CI [0.025 0.975]

Feature Coefficient (Std. Err.)

Intercept 0.8426
Information adequacy 0.3659*** (0.037)
Language quality 0.0986*** (0.025)
Length appropriateness 0.0580 (0.030)
Recommendation accuracy 0.3563*** (0.036)
Explainability 0.0709** (0.234)
No. Observations 720
R-squared 0.653
Note: *p<0.05; **p<0.01; ***p<0.001

Correlation with Linguistic Metrics. In this final analysis, our goal was to assess the correlation between com-
putational metrics like BLUE, METEOR, and ROUGE, which are widely used in the literature [9, 10, 31, 34], and the
perceived meaningfulness of the system responses. To that purpose, we computed the BLEU-1/2/3/4, METEOR, and
ROUGE-1/2/L scores for the generated responses by comparing them with the ground truth in the ReDial dataset. We
then correlated these scores with the average meaningfulness ratings for these responses as collected in our study. The
analysis revealed that the correlation in none of these measurements exceeded the value of 0.2, indicating only a weak
positive correlation, and emphasizing the need for human-in-the-loop evaluation approaches for CRS.

5 CONCLUSION

There are strong indications that the emergence of large language models and assistants like ChatGPT may have a
disruptive effect on research on conversational recommender systems. With this study, which adopts an established
research design, we gauged the performance of ChatGPT as CRS for the movie domain (i) in terms of absolute perceived
qualities and (ii) with respect to previous learning-based and retrieval-based CRS from the existing literature. Our
user-centric study revealed that ChatGPT can indeed be a powerful CRS, outperforming existing systems to a significant
extent in terms of the quality perception of its responses. In practical terms, our research implies that LLMs can be
a promising technology for CRS when correctness and limited hallucination in the responses can be ensured. Since
our work so far is limited to the probably “easy” movie domain, our future work includes experiments in alternative
domains and a comparison with other LLMs such as ChatGPT-4, Gemini or LLaMA.

7



UMAP ’24, July 1–4, 2024, Cagliari, Italy Manzoor et al.

REFERENCES
[1] Tom Brown, Benjamin Mann, Nick Ryder, Melanie Subbiah, Jared D Kaplan, Prafulla Dhariwal, Arvind Neelakantan, Pranav Shyam, Girish Sastry,

Amanda Askell, Sandhini Agarwal, Ariel Herbert-Voss, Gretchen Krueger, Tom Henighan, Rewon Child, Aditya Ramesh, Daniel Ziegler, Jeffrey Wu,
Clemens Winter, Chris Hesse, Mark Chen, Eric Sigler, Mateusz Litwin, Scott Gray, Benjamin Chess, Jack Clark, Christopher Berner, Sam McCandlish,
Alec Radford, Ilya Sutskever, and Dario Amodei. 2020. Language Models are Few-Shot Learners. In Advances in Neural Information Processing
Systems, Vol. 33. 1877–1901.

[2] Qibin Chen, Junyang Lin, Yichang Zhang, Ming Ding, Yukuo Cen, Hongxia Yang, and Jie Tang. 2019. Towards Knowledge-Based Recommender
Dialog System. In EMNLP-IJCNLP ’19. 1803–1813.

[3] Yuyan Chen, Qiang Fu, Yichen Yuan, Zhihao Wen, Ge Fan, Dayiheng Liu, Dongmei Zhang, Zhixu Li, and Yanghua Xiao. 2023. Hallucination
Detection: Robustly Discerning Reliable Answers in Large Language Models. In Proceedings of the 32nd ACM International Conference on Information
and Knowledge Management. 245–255.

[4] Sunhao Dai, Ninglu Shao, Haiyuan Zhao, Weijie Yu, Zihua Si, Chen Xu, Zhongxiang Sun, Xiao Zhang, and Jun Xu. 2023. Uncovering ChatGPT’s
Capabilities in Recommender Systems. In Proceedings of the 17th ACM Conference on Recommender Systems (RecSys ’23). 1126–1132.

[5] Wenqi Fan, Zihuai Zhao, Jiatong Li, Yunqing Liu, Xiaowei Mei, Yiqi Wang, Zhen Wen, Fei Wang, Xiangyu Zhao, Jiliang Tang, and Qing Li. 2023.
Recommender Systems in the Era of Large Language Models (LLMs). arXiv:2307.02046 [cs.IR]

[6] Chongming Gao, Wenqiang Lei, Xiangnan He, Maarten de Rijke, and Tat-Seng Chua. 2021. Advances and challenges in conversational recommender
systems: A survey. AI Open 2 (2021), 100–126.

[7] Shuyu Guo, Shuo Zhang, Weiwei Sun, Pengjie Ren, Zhumin Chen, and Zhaochun Ren. 2023. Towards Explainable Conversational Recommender
Systems (SIGIR ’23). 2786–2795.

[8] Jesse Harte, Wouter Zorgdrager, Panos Louridas, Asterios Katsifodimos, Dietmar Jannach, and Marios Fragkoulis. 2023. Leveraging Large Language
Models for Sequential Recommendation. In 17th ACM Conference on Recommender Systems (Late Breaking Results).

[9] Shirley Anugrah Hayati, Dongyeop Kang, Qingxiaoyang Zhu, Weiyan Shi, and Zhou Yu. 2020. INSPIRED: Toward sociable recommendation dialog
systems. In EMNLP ’20. 8142–8152.

[10] Yingxu He, Lizi Liao, Zheng Zhang, and Tat-Seng Chua. 2021. Towards enriching responses with crowd-sourced knowledge for task-oriented
dialogue. In MuCAI ’21. 3–11.

[11] Xu Huang, Jianxun Lian, Yuxuan Lei, Jing Yao, Defu Lian, and Xing Xie. 2023. Recommender AI Agent: Integrating Large Language Models for
Interactive Recommendations. arXiv:2308.16505 [cs.IR]

[12] Dietmar Jannach. 2022. Evaluating Conversational Recommender Systems. Artificial Intelligence Review 56 (2022), 2365–2400.
[13] Dietmar Jannach and Ahtsham Manzoor. 2020. End-to-End Learning for Conversational Recommendation: A Long Way to Go?. In IntRS@ RecSys.

72–76.
[14] Dietmar Jannach, Ahtsham Manzoor, Wanling Cai, and Li Chen. 2021. A survey on conversational recommender systems. ACM Computing Surveys

(CSUR) 54, 5 (2021), 1–36.
[15] Dongyeop Kang, Anusha Balakrishnan, Pararth Shah, Paul A Crook, Y-Lan Boureau, and Jason Weston. 2019. Recommendation as a Communication

Game: Self-Supervised Bot-Play for Goal-oriented Dialogue. In EMNLP-IJCNLP ’19’. 1951–1961.
[16] Jungkeun Kim, Jeong Hyun Kim, Changju Kim, and Jooyoung Park. 2023. Decisions with ChatGPT: Reexamining choice overload in ChatGPT

recommendations. Journal of Retailing and Consumer Services 75 (2023), 103494.
[17] Raymond Li, Samira Ebrahimi Kahou, Hannes Schulz, Vincent Michalski, Laurent Charlin, and Chris Pal. 2018. Towards deep conversational

recommendations. NIPS ’18 31 (2018).
[18] Chia-Wei Liu, Ryan Lowe, Iulian Vlad Serban, Mike Noseworthy, Laurent Charlin, and Joelle Pineau. 2016. How NOT To Evaluate Your Dialogue

System: An Empirical Study of Unsupervised Evaluation Metrics for Dialogue Response Generation. In EMNLP ’16. 2122–2132.
[19] Junling Liu, Chao Liu, Peilin Zhou, Renjie Lv, Kang Zhou, and Yan Zhang. 2023. Is ChatGPT a Good Recommender? A Preliminary Study.

arXiv:2304.10149 [cs.IR]
[20] AhtshamManzoor,Wanling Cai, and Dietmar Jannach. 2023. Factors Influencing the PerceivedMeaningfulness of System Responses in Conversational

Recommendation. In IntRS @ RecSys 23.
[21] Ahtsham Manzoor and Dietmar Jannach. 2021. Conversational recommendation based on end-to-end learning: How far are we? Computers in

Human Behavior Reports 4 (2021), 100139.
[22] Ahtsham Manzoor and Dietmar Jannach. 2021. Generation-based vs. retrieval-based conversational recommendation: A user-centric comparison. In

RecSys ’21. 515–520.
[23] Ahtsham Manzoor and Dietmar Jannach. 2022. INFACT: An Online Human Evaluation Framework for Conversational Recommendation. In KARS@

RecSys. 72–76.
[24] Ahtsham Manzoor and Dietmar Jannach. 2022. Towards retrieval-based conversational recommendation. Information Systems 109 (2022), 102083.
[25] Liqiang Nie, Wenjie Wang, Richang Hong, Meng Wang, and Qi Tian. 2019. Multimodal dialog system: Generating responses via adaptive decoders.

In Proceedings of the 27th ACM International Conference on Multimedia. 1098–1106.
[26] Dario Di Palma, Giovanni Maria Biancofiore, Vito Walter Anelli, Fedelucio Narducci, Tommaso Di Noia, and Eugenio Di Sciascio. 2023. Evaluating

ChatGPT as a Recommender System: A Rigorous Approach. arXiv:2309.03613 [cs.IR]

8

https://arxiv.org/abs/2307.02046
https://arxiv.org/abs/2308.16505
https://arxiv.org/abs/2304.10149
https://arxiv.org/abs/2309.03613


ChatGPT as a Conversational Recommender System: A User-Centric Analysis UMAP ’24, July 1–4, 2024, Cagliari, Italy

[27] Kishore Papineni, Salim Roukos, Todd Ward, and Wei-Jing Zhu. 2002. BLEU: A method for automatic evaluation of machine translation. In
Proceedings of the 40th annual meeting of the Association for Computational Linguistics. 311–318.

[28] Pearl Pu, Li Chen, and Rong Hu. 2011. A user-centric evaluation framework for recommender systems. In Proceedings of the fifth ACM Conference on
Recommender Systems. 157–164.

[29] Ruotong Wang, F Maxwell Harper, and Haiyi Zhu. 2020. Factors influencing perceived fairness in algorithmic decision-making: Algorithm outcomes,
development procedures, and individual differences. In CHI ’20. 1–14.

[30] Likang Wu, Zhi Zheng, Zhaopeng Qiu, Hao Wang, Hongchao Gu, Tingjia Shen, Chuan Qin, Chen Zhu, Hengshu Zhu, Qi Liu, et al. 2023. A Survey
on Large Language Models for Recommendation. arXiv preprint arXiv:2305.19860 (2023).

[31] Shuo Zhang, Mu-Chun Wang, and Krisztian Balog. 2022. Analyzing and simulating user utterance reformulation in conversational recommender
systems. In SIGIR ’22. 133–143.

[32] Tong Zhang, Yong Liu, Peixiang Zhong, Chen Zhang, Hao Wang, and Chunyan Miao. 2021. KECRS: Towards knowledge-enriched conversational
recommendation system. (2021). arXiv:2105.08261

[33] Jinfeng Zhou, Bo Wang, Ruifang He, and Yuexian Hou. 2021. CRFR: Improving conversational recommender systems via flexible fragments reasoning
on knowledge graphs. In EMNLP. 4324–4334.

[34] Kun Zhou, Yuanhang Zhou, Wayne Xin Zhao, Xiaoke Wang, and Ji-Rong Wen. 2020. Towards Topic-Guided Conversational Recommender System.
In ICCL ’20. 4128–4139.

9

https://arxiv.org/abs/2105.08261

	Abstract
	1 Introduction
	2 Previous Work
	3 Methodology
	3.1 Experiment design

	4 Results
	4.1 Perceived Quality of Responses (RQ-1)
	4.2 Influence of System Qualities on Perceived Meaningfulness (RQ-2)

	5 Conclusion
	References

