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ABSTRACT 
Being able to provide high quality search and recommendation ser-
vices can be a decisive success factor for online applications, e.g., in 
today’s competitive e-commerce environments. Context-adaptive 
and personalized item suggestions can help to both improve the user 
experience and the provider’s short-term and long-term revenue. 
However, automating this form of adaptation can be challenging, 
when no long-term preference profles are available. In these situa-
tions, the user’s preferences and short-term intent must be derived 
from the last few observed interactions. 

In this work, we present a hybrid approach to rank hotels based 
on the user’s most recent interactions and meta data about the avail-
able items. The developed recommendation approach can be used 
both for personalized search and session-based recommendation. 
Technically, we employed a combination of a gradient-boosted 
learning-to-rank model, Bayesian Personalized Ranking and an 
embedding model using Doc2Vec. The approach was successfully 
evaluated in the context of the ACM RecSys 2019 challenge, where 
it led our team letoh govatri to the ffth place on the leaderboard, 
with a ranking accuracy only 0.53% below the winning approach. 
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1 INTRODUCTION 
Personalized item suggestions that are automatically provided by 
search or recommendation system are a common feature of many of 
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today’s websites and mobile applications. Besides common applica-
tion scenarios like e-commerce or online media streaming services, 
e.g., on Amazon or YouTube, also other domains proft from the 
application of such systems, which showed to increase customer 
satisfaction and at the same time help businesses to increase their 
revenue [4–6, 8, 10, 14]. In this work, we focus on search and recom-
mendation problems that are common on hotel booking platforms. 
These booking platforms play a major role in today’s multi-billion 
dollar tourism industry, which is why also small improvements in 
the provided service can have substantial business impacts. 

Traditionally, hotel recommender systems [2, 7, 9, 12] as well 
as personalized search approaches [11] often rely on information 
about the long-term preference of the users, e.g., based on Collabo-
rative Filtering (CF) techniques. However, CF approaches have their 
limitations in particular in situations of user- and item cold start, 
i.e., when only little information is available about an individual 
user or when a recommendable item is new on the platform. 

In our application domain of hotel search and recommendation, 
the problem is often particularly severe. Users are not logged in or 
are frst-time users, which means that an adaptation to the user’s 
assumed intent and preferences can only be based on the often 
very few observed recent interactions within the user’s ongoing 
browsing session. This problem, mostly referred to as session-based 
recommendation, received increased interest in recent years and led 
to the development of a number of novel technical approaches, both 
simple and complex ones [17, 19–21]. However, as we will discuss 
later in detail, these approaches—at least when used in isolation—do 
not work particularly well for our problem. In such situations, a 
more promising approach is to rely on hybrid techniques, which 
consider additional information about items and users [1, 25]. 

In this paper, we adopt diferent strategies from the literature 
and build a novel integrated hybrid method for ranking accom-
modations according to the user’s assumed short-term intents and 
preferences. Specifcally, we capture collaborative signals with the 
help of matrix factorization as well as neural techniques, address 
user- and item cold-start through feature engineering, and fnally 
use decision trees to determine the probability that a user is likely to 
book an accommodation. Technically, we use a hybrid combination 
of Bayesian Personalized Ranking (BPR) with matrix factorization 
[22], Doc2Vec [16], and gradient boosting decision trees (GBDT). 

The proposed method was designed and successfully evaluated 
in the context of the 2019 ACM RecSys Challenge. Despite limited 
resource requirements, it led to the ffth place in a competition with 
more than 500 teams, with accuracy results that were only 0.53% 
worse than those of the winning team. 
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Table 1: Diferent types of interactions. 
Type Description Reference 

destination Search for a destination. Location 
info The user requested an asynchronously loaded item info block. Accommodation 
image 

rating 
deals 

sort 
flter 

The user opened the hotel’s image gallery or clicked on one of 
the images. 
The user requested an asynchronously loaded item rating block. 
Request to an asynchronously loaded box with price informa-
tion from multiple booking sites. 
Sorting the hotel list, e.g., by price, distance, or popularity. 
Filtering the hotel list, e.g., by the minimum number of stars or 
an important feature like WiFi. 

Accommodation 

Accommodation 
Accommodation 

Sort option 
Filter option 

poi 
search 
click 

The user indicated an interest in a specifc point of interest. 
Search for a specifc hotel. 
The user clicked on an item and, hence, will be redirected to an 

POI 
Accommodation 
Accommodation 

external booking site. 

2 PROBLEM DESCRIPTION 
2.1 Computational Task of the Challenge 
The computational problem in the 2019 ACM RecSys Challenge 
hosted by trivago1 was as follows. Given the frst interactions of 
a user’s browsing session and a set of 25 hotels that were chosen 
by some algorithm for display, rank these hotels in a way that the 
ones with the highest probability of being clicked are placed in the 
top ranks. The main inputs to the task are: 
a) a chronological list of interaction events of diferent types, 
b) a list of hotels to be displayed, and 
c) meta data for the user, the hotel, and the context of the event. 
The task can be seen as a learning-to-rank problem. For a given 

list of hotels, learn to rank the relevant (actually clicked) items over 
negative (not clicked) examples given the previous interactions. 
The problem setting is diferent from common recommendation 
scenarios, where the problem often includes fnding suitable items 
instead of just re-ranking a few. The specifc challenges can be 
summarized as follows. 
• Multiple interaction types. Considering log events of various dif-
ferent interaction types. 

• Reminding. Determining whether or not and in which situations 
users will click on a hotel they previously interacted with. 

• Cold-start. Ensuring good recommendation quality also for both 
new users and new hotels. 

2.2 Data 
The provided dataset consisted of interactions collected over 8 days 
and meta data about the users, the accommodations, and the context 
of the interactions. Each log entry included a user and session 
identifer, the position in the session, a timestamp, an interaction 
type, and a reference that links the event to an entity, e.g., a hotel 
for a click or a sorting option for a sort event (see Table 1). 

Additionally, each click event was linked to the displayed accom-
modations alongside their corresponding prices. As trivago is an 
international platform and supports multiple channels, each log en-
try provided information about the user’s country and device type. 
The logs were collected in several countries and across three devices 
types, i.e., desktop, tablet, or mobile. This information was particu-
larly interesting as users from diferent countries presumably have 
diferent preferences, especially regarding the price. Inspecting the 
website on diferent device types reveals that the amount of in-
formation visible to user in the list can difer substantially, which 
might infuence the user behavior. 
1https://www.trivago.com 

Finally, the dataset contained meta information for each accom-
modation. Each item was characterized by a set of attributes, e.g., 
if the accommodation has a satisfactory rating, WiFi, or a pool. 
Overall, up to 212 attributes were provided per accommodation. 
For more information about the dataset and the task, see [15]. 

Table 2: Dataset characteristics 

Characteristic Competitive Local Sample 

Users 
Sessions 
Accommodations 
Interactions 

948,014 
1,202,117 
905,289 

19,715,327 

730,803 
910,732 
853,540 

15,932,992 

430,668 
504,141 
740,119 

8,782,508 

Actions per Session 
Interactions per Item 
First Time Visitors 

16.401 
19.237 
78.86% 

17.495 
16.571 
80.24% 

17.421 
10.545 
85.43% 

2.3 Evaluation Procedure 
All evaluations were performed in ofine experimental settings. 
The interaction log data was provided as a training and a test part 
(covering 6 and 2 days). 

2.3.1 Competitive Evaluation. The data points for the “competi-
tive” evaluation were provided in a way that parts of the test set 
were hidden. Specifcally, for each user’s last session, the last hotel 
identifer was hidden in the last click event. Thus, a rearranged list 
had to be created for the hotels displayed at the time of these click 
events. The re-ranked lists had to be aggregated in a solution fle, 
which was then uploaded to a special website. After submission, 
the provided fle was automatically evaluated by the system on half 
of the test set in terms of the metric mean reciprocal rank (MRR). 
The results of the top teams were displayed on a public leaderboard. 
At the end, the fnal leaderboard was determined by evaluating the 
solutions on the full test set. 

2.3.2 Local Evaluation. Uploads to the system were restricted to 
one submission every 12 hours. Thus, a proper local evaluation 
environment was important, e.g., for feature testing or selection 
and parameter optimization. As the competitive test set was created 
by time-based splitting, we similarly chose the last 1.5 days of the 
training data as our local test set. Again, following the ofcial set, we 
hid the last clicked reference for each user. Subsequent interactions 
were ignored. Correspondingly, each user’s last click in the training 
part served as one positive example and several negative examples 
(non-clicked items in the displayed results). Additionally, to test 
new ideas, we created a sample from half of the competitive training 
data (3 days). The same splitting was applied (25% for testing). Both 
samples refected the results of the competitive evaluation well. The 
key characteristics of the datasets are shown in Table 2. 

3 TECHNICAL APPROACH 
Due to particularities of the problem settings and the enormous 
sparsity of the data, typical session-based techniques were not 
suitable for the task. We thus followed ideas from [18] and [24]. 
Specifcally, to determine the desired ranking we framed the prob-
lem as a pair-wise learning-to-rank task and engineered a multitude 
of features based on the log data. Besides several simple statistics, 
some features were based on the application of more sophisticated 
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techniques. Finally, we trained our models with LightGBM2 due to 
its small memory footprint and computational efciency [13]. 

3.1 Feature Engineering 
We designed the following groups of features, which are briefy 
summarized here. The fnal list of 518 features can be found online 
alongside the source code3. 

3.1.1 Basic Features. Some attributes could be fed into the GBDT 
almost directly. Examples include the platform, the device, the city, 
the last sort reference, or the position and price of the item. 

3.1.2 Features based on Simple Statistics. In addition, we frst cre-
ated simple statistics based on the user, session, and item as well 
as other given basic features. The features were calculated for in-
dividual identifers or categories and also for pairs and triplets of 
those, e.g, the number of clicks for an item performed by the user. 
Furthermore, some of the statistics refer to one or multiple interac-
tion types, e.g., the mean price for an item click for users from a 
specifc country. The statistics can be categorized in 4 groups: 

(i) Item. This group focuses on the item to capture popularity 
information in the dataset, e.g. the number of views, image views, or 
clicks per platform, per device, or overall. Furthermore, we captured 
the probability of an item click under certain circumstances, e.g., 
the ratio of clicks per impressions. 

(ii) Price. We mostly determined mean values like, e.g., the mean 
price of clicked items in a certain city. These features then again 
were used to calculate a diference or a ratio, e.g., the diference to 
the mean price clicked on the platform. 

(iii) Session. Here, we captured general statistics, e.g., the overall 
number of events, the number of events of a certain type, or the 
time spent in a session. Furthermore, we modeled the importance 
of items within a session by counting their number of occurrences 
in various ways, e.g., the absolute count, the ratio regarding the 
session length, the sum when applying a linear decay function to 
the session interactions, or the overall dwell time in the session. 

(iv) User. The last group captures the users’ general preferences, 
mainly regarding the price, e.g., the average price of items a user 
clicked on (normalized by the city mean). Furthermore, we also 
captured the users’ interest in an item before the current session. 

3.1.3 Latent Features. In the given problem setting, we considered 
all item interactions and the user clicks as implicit feedback signals 
to create multiple session-item “rating” matrices. This allowed us to 
derive diferent latent vector representations for sessions and items. 
We tested several matrix factorization (MF) techniques for implicit 
feedback datasets, and ultimately relied on Bayesian Personalized 
Ranking (BPR)4 [22]. In an additional approach, we assumed a 
session to be a sentence, an item to be a word, and applied Doc2Vec 
to generate alternative lower-dimensional representations5[16]. For 
all representations, we calculated the cosine similarity for session-
item pairs as a score and included these in our set of features. Due 
to memory limitations we did not include the latent representations 
themselves as features, which showed to be efective in [18]. 

2https://github.com/Microsoft/LightGBM 
3https://rn5l.github.io/rsc19/ 
4We used the implementations at https://github.com/benfred/implicit. 
5https://radimrehurek.com/gensim/models/doc2vec.html 

3.1.4 Features based on Hotel Atributes. The 212 unique hotel at-
tributes provided in the dataset could be directly encoded as binary 
features, e.g., the hotel has a pool or not. However, to reduce the 
overall number of features, we again applied Doc2Vec and repre-
sented the properties as a 16-dimensional vector. The “documents” 
were shufed each epoch while training, see [26]. 

Nevertheless, we still included binary representations for the 50 
most popular attributes in terms of the users’ flter requests. Tests 
on the sample showed that this did not lead to lower performance 
than when higher-dimensional representations were used. Finally, 
we retrieved additional meta data through trivago’s public API, e.g., 
more precise multi-dimensional rating information and the number 
of pictures of an accommodation. 

3.1.5 Location-based Features. The crawled data also included lo-
cation information (latitude and the longitude). As we assumed that 
the distance to the city center or a specifc POI might be a valuable 
feature, we furthermore crawled coordinates for those. Then, we 
calculated the Haversine distance to the city as well as the last 
selected POI as an additional feature for each accommodation. 

3.1.6 Position-related Features. Besides the general relevance sig-
nals discussed so far, we also included characteristics that were 
specifc to the setup of the challenge. We considered the positions 
both of the candidate item and the previously clicked items in the 
list. More specifcally, we modeled a user’s scroll direction and po-
sition by looking at previous interactions. We then calculated the 
diferences of a candidate item’s position to the previous position, 
assuming that surrounding items are more likely clicked. 

Furthermore, we assumed that items are more interesting to 
the user when they stand out compared to items shown above or 
below. Thus, we created features based on the price, rating, stars, 
and distance of up to 8 surrounding items. These included, e.g., the 
diference to each position above and below and the value of the 
candidate item in relation to the mean of n neighboring items. 

Finally, we combined certain features, e.g., in a price-rating ratio, 
or a price-distance ratio. From those we engineered “rank features” 
(1 to 25) following all sorting options on the trivago website. Finally, 
all rankings were aggregated in a Borda count scheme to create 
one overall heuristic ranking for the candidate accommodations. 

3.2 Training, Stabilization, and Ensembles 
In order to train, tune, and combine our model in an ensemble, we 
proceeded as follows. In general, we trained all our models using 
LambdaRank to fnd an optimal ranking for the accommodations [3]. 
To prevent over-ftting, we utilized the last 20% of the training set 
as validation data for early stopping. As the stopping criterion we 
applied NDCG@25 (500 iterations) and set the maximum number 
of iterations to 10,000. We mostly used default parameters, with 
a learning rate of 0.1 and a feature as well as bagging fraction 
of 0.5 to further reduce over-ftting and speed up training times6. 
Boosting was performed with DART [23], which showed a slightly 
better performance than traditional GBDTs and random forests. 
This process was repeated in a n-fold cross-validation training 
procedure to create an ensemble of n models. The obtained ranking 

6See https://lightgbm.readthedocs.io/en/latest/Parameters.html. 
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scores were averaged, and taken for the fnal submission. Due to 
limitations regarding our computing power, we had to restrict n to 
5. When increasing n in our sample evaluation, we could however 
not observe big leaps forward. 

4 RESULTS AND OBSERVATIONS 
In the end, our team placed ffth among over 500 registered teams. 
Our fnal MRR result was only 0.53% lower than that of the winners 
(0.6792 vs. 0.6854). Note that features based on additionally crawled 
data were only used for experimental purposes, as additional data 
was not allowed for the fnal submission. In the following, we 
provide additional details about the relative importance of the used 
features, their impact on the MRR measure, and other observations. 

Table 3: Efectiveness of the diferent tested feature groups 
in the evaluation for all datasets. 

Feature Group Sample Local Competitive 

Basic 0.51269 0.51158 −− 
Simple Statistics 0.66786 0.67023 −− 
Final w/o Position Features 0.67179 0.67334 −− 
Final w/o Crawled Features 0.68062 0.68163 0.68081 
Final 0.68103 0.68232 0.68389 
5-Fold Ensemble 0.68211 0.68354 0.68413 
5-Fold w/o Crawled Features −− −− 0.68206 

Table 3 shows the impact of some feature groups from Section 
3.1. We report the results for the competitive (when available), the 
local, and also the half-sized sample evaluation setup. Generally, 
all included feature groups increased the MRR score over the basic 
model. The features based on simple statistics already contributed a 
lot to the performance (ca. 30%). The best single model including all 
groups further improved the accuracy by around 2%. To highlight 
the infuence of the crawled features and the position-based features, 
we report the results for models excluding those groups. With a 
decrease of about 0.001 in the MRR, the impact of the crawled 
information was small. In contrast, the position features helped 
a lot, increasing the score by ca. 0.01. The 5-fold ensemble was 
consistently helpful, however, the improvements were rather small. 

Table 4 shows the 20 most important features of our fnal model 
in terms of the number of branches in the decision trees. In general, 
all top features are simple statistics. The most important one is the 
time to the most recent action for the same city in seconds. It might 
be of particular importance as some users perform a double-click 
instead of a simple click, and thus the click on an item occurs twice. 
At the same time, the feature captures if the previous actions were 
performed for a diferent city. Overall, the top features consist of a 
balanced mix of time-aware, price-oriented, position-related, and 
popularity-based features. All 518 features contributed at least a 
bit. Feature selection techniques led to a decrease in performance. 

Due to hardware limitations, we could not include all desired 
statistical features. Also, the direct usage of the latent representa-
tions based on, e.g, BPR [22] would have exceeded our memory for 
the competitive evaluation. Utilizing those therefore represents an 
area where further accuracy improvements might be achieved. 

Unfortunately, we discovered the importance of the position late 
in the challenge, which left little time for further feature engineering 

in this regard. Thus, the extension of the list-based features could 
lead to higher accuracy. Furthermore, at the end of the challenge, 
we did not have sufcient computational resources to perform fne-
grained hyper-parameter tuning. 

Table 4: Split importance of the top 20 features in the fnal 
model for the local evaluation. 

Feature Splits Feature Splits 

Time to Previous Action in City 6989 Diference to Mean Item Position 3204 
Distance to Last Clicked Position 5265 Overall Mean Item Position 3144 
Rank by Popularity 4266 Clicks per Impression of Item 3128 
Session Max Dwell Time 4206 Time Diference Last Item Interaction 3124 
Price per Mean List Price 
Item Click Per Impression 
Session Time 

4075 Price per Mean Item Click Price 
3961 Session Min Dwell Time 
3818 Rank Borda Count 

3121 
3099 
3049 

Last Action Type 
Price Above 
Session Mean Dwell Time 

3763 Number of Ratings (Crawled) 
3370 Price per Mean 2 Surrounding 
3307 Stars per Mean 8 Surrounding 

3030 
3012 
2990 

Generally, the task in this challenge was very interesting but 
also very specifc. Although features regarding the item positions 
led to signifcant improvements in terms of the MRR, they do not 
seem to be very useful in a real-world scenario. At the stage in 
the user session where the desired ranking is performed, the user 
is already presented with a list. Even though the predicted order 
might represent a better ranking of the accommodations, the list 
should probably not be re-ranked while the user is exploring it. 
An exception might be when the user explicitly invokes a re-sort 
operation. In this case, the predictions could immediately contribute 
to a better ranking of the items. Otherwise, it might rather be 
irritating and hurt the user experience. Furthermore, on a more 
general note, it would have been useful to also know about the 
search parameters, e.g., the travel dates or the number of guests. 
Providing this information alongside user histories with the task 
of creating a good initial ranking of hotels at a destination might 
have been a more interesting and realistic scenario. 

5 CONCLUSIONS 
We presented an integrated hybrid method to the problem of rank-
ing hotels based on limited information such as the user’s recent 
browsing history, which is a highly relevant problem in practice for 
search and recommendation scenarios. For the given task, which 
could be framed as a pair-wise ranking problem, we engineered 
a multitude of predictor variables, and used GBDTs as a learning 
method that fnally led to competitive results in the 2019 ACM 
RecSys Challenge for hotel recommendation. Generally, we found 
the problem setting to be highly relevant for the research com-
munity, e.g., in the context of session-based recommendation and 
search personalization. The particular design of the challenge as a 
re-ranking task, however, stimulated the inclusion of certain fea-
tures, which were helpful for the given task, but which might not 
necessarily be useful in practice. 
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